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THEME

Get Ready for the Next Multiyear Application
Modernization/Expansion Boom!
Vive le Révolution! Every decade or so, the ongoing evolution of hardware and
software technologies reaches a critical mass that results in a paradigm shift in
enterprise software architectures (e.g., from mainframe to client/server to Webtier). We believe that the industry stands at the beginning of the most significant
revolution in database and application architectures in 20 years.
In this fourth cycle of application modernization, not only are the front ends of
applications evolving with the rapid rise of smartphones/tablets (mobile) but a
parallel shift is also occurring in back-end technologies, which are focused on
transforming how applications are licensed, delivered, and deployed (cloud), as
well as bringing new classes and volumes of data to applications (Big Data)
while also changing the speeds at which data (Fast Data) is captured, stored,
analyzed, and shared both within and between organizations (social).1
Although each alone would have meaningful ramifications to the software
industry, the convergence of these technologies can be viewed as analogous to
the flashpoints that ignited the client/server and Web-tier platform revolutions
and the resulting waves of software investment in the 1990s.1
Why Now? The average lifespan of an application package extends over 10-15
years, and the last major replatforming cycle occurred in the late 1990s to early
2001. Furthermore, the increasing complexity, speed of change, and volatility in
the global economy are placing demands on applications that have begun to
reveal the limitations of these legacy architectures in terms of scalability,
availability, integration, performance, flexibility, costs, and business value.2
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These dynamics are powerful motivations for companies to look for new and/or
modernized applications, and we firmly believe that upgrade and expansion
cycles are under way across multiple applications segments.3 Specifically,
enterprises are focused on boosting revenue growth and improving productivity
and are willing to spend on applications addressing these goals.
What’s Consensus Missing? We believe that Wall Street’s view of enterprise
applications being a mature, low-growth market will be proven wrong, as we
anticipate that this next application modernization cycle, which we expect to
gain momentum throughout 2012 and extend well into 2015 (if not beyond), will
not only (1) drive an upgrade cycle of legacy applications, but also (2) expand
the user base and penetration of applications and incremental modules, and (3)
produce new generations of enterprise software companies and “killer apps.”
Disruption has also accompanied each historical platform shift, creating
opportunities for both new entrants and established vendors. By embracing
native development on modern technical architectures, new functionality, and
emerging business models, we believe several megasuite (e.g., Oracle and
SAP) and best-of-breed (e.g., NetSuite, Salesforce.com, and Workday) vendors,
which offer breadth of product portfolio and/or depth of functionality, are well
positioned to monetize this fourth-generation wave of application spending.
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The Download…
What’s the Call?

■

As the foundation of this fourth-generation application framework, the
convergence of multiple technologies—particularly the six forces of
(1) SOA (which is, frankly, the key to the new architectural paradigm),
(2) cloud, (3) Fast Data (i.e., in-memory), (4) Big Data, (5) social, and
(6) mobile—has created a new inflection point in the value that
enterprise applications can provide to businesses that will be as
transformational as client/server and Web-tier applications were in the
1990s.

What’s Consensus Missing?

■

In contrast to many investors’ perceptions, applications and software
architectures (just like physical IT hardware) have finite useful lives.
Although varying across verticals, the average lifespan of an application
package extends over 10-15 years. The last major replatforming cycle
occurred in the late 1990s to early 2001. What has been will be again.

What’s the Stock Thesis?

■

Although privately-held Workday most closely embodies the
fourth-generation application architecture paradigm described in our
report, we view SAP, Oracle, NetSuite, and Salesforce.com as the
publicly-traded vendors most leveraged to this next wave of application
modernization and expansion. Conversely, we anticipate that many
legacy applications vendors (e.g., Sage, Epicor, and JDA Software) will
experience erosions in their competitive positioning and market share.

What’s the Impact to the Models?

■

Following years of tightening correlations after the bursting of the
Internet bubble, enterprise software growth has been outstripping
economic indicators since mid-2010. Although many analysts suggest
that this relative strength has been driven primarily by pent-up demand
following the severe spending downturns in 2008 and 2009, we firmly
believe that upgrade and expansion cycles are under way across
multiple applications segments, which have and will continue to drive
this decoupling from lead indicators used over the past decade.3

■

We anticipate that this fourth generation of application modernization,
which we expect to gain momentum throughout 2012 and extend well
into 2015 (if not beyond), will (1) drive an upgrade cycle of legacy
applications, (2) expand the user base and penetration of applications
and incremental modules (e.g., customers with ERP implementations
less than two years old purchase on average nearly 12% more modules
than ERP systems more than 15 years old),4 and (3) produce new
generations of both enterprise software companies and “killer apps.”

■

Therefore, we believe that Wall Street’s view of enterprise applications
being a mature, low-growth market will be proven wrong. Specifically,
consensus estimates across the 25 largest publicly traded applications
vendors forecast a sizeable deceleration in revenue growth from
approximately 15% in 2011 to approximately 11% in 2012. Similarly,
Gartner forecasts enterprise applications revenue growth to slow from
approximately 12-13% in 2011 to approximately 9% and 8-9% in 2012
and 2013, respectively. Conversely, we believe that (at least) mid-teens
revenue growth rates can be sustained for several years.

■

SAP will host SAPPHIRE NOW and the ASUG Annual Conference on
May 13-16 in Orlando, FL, and Oracle will host OpenWorld 2012 on
September 30-October 5 in San Francisco, CA.
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Executive Summary
“A [well-deployed] business application package can be sold and maintained at most for
15-20 years. In the late stages, the package has an old architecture and contains
‘spaghetti code.’”
— Sören Janstål, Managing Consultant at Data Research DPU
“ERP is now [more than] 15 years old and just needs to be rewritten. The world has
changed so dramatically since the original ERPs were written.”
— Aneel Bhusri, Co-founder and Co-CEO of Workday
“The last big upgrade cycle came in 1999 to 2001…We’re ready for the next big boom.”
— Ray Wang, CEO of Constellation Research
“All this has happened before, and all this will happen again.”
— Six, Battlestar Galactica

At several points in the history of enterprise applications, the ongoing evolution of
hardware and software infrastructure technologies reaches a critical mass that results in a
radical paradigm shift. These new infrastructure paradigms reshape software architectures
and enable new application topologies, which, in turn, expand the reach and impact of
applications within and across enterprises (through modernizing legacy systems,
deepening application penetration, and expanding the number and types of applications
available). In fact, the software industry has undergone multiple technology transitions
over the last four decades, from the mainframe and mini-computer eras to client/server
technology to Internet/Web-tier architectures. (See Exhibit 1.) These shifts in technology
brought new innovations to enterprise applications, led to the emergence of new entrants
and new leadership in the market, enhanced business value for customers, and expanded
the user base and penetration of applications.
Exhibit 1: Evolution of Application Architectures by Innovation Cycle

Source: SAP, Credit Suisse.

The enterprise applications evolution started back in the mainframe era with the
development of applications using character-based user interfaces (UI), which were
accessed through dumb terminals. Those monolithic applications were designed to
address many manual back-office operations in order to improve the efficiency and
productivity of organizations. With the wide adoption of PCs, enterprise applications
transitioned to a client/server paradigm to leverage the computing power of client PCs.
With the subsequent proliferation of broadband and Internet technology, enterprise
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applications migrated to Web-based, three-tier architectures that enabled enterprise users
to access applications through a Web browser.
Each of these transitions was marked by two important technology adoption phases, which,
in turn, affected the competitive dynamics of the enterprise applications industry. In the
first phase, the same applications developed in the prior technology were
rebuilt/rearchitected using the new technology or platform, simplifying the processes and
reducing the costs that drive the adoption of new applications and technologies, which
further help vendors and customers invest in broader sets of solutions. In the second
phase, enterprise applications leverage the new technology to further enhance the
business value of the applications. For example, during the transition from the host
mainframe terminal to the client/server paradigm, accounting software applications were
converted from character-based UIs to desktop-based client/server applications with
pop-up windows in the first phase of the transition. Application vendors subsequently
realized that integration with Microsoft Word and Excel would benefit users immensely.
Similarly, accounting applications, which were mainly used by accounting department
personnel, expanded to include self-service applications that enabled every employee to
enter his/her expenses online.
Despite the underlying changes to application architectures during the transition from the
client/server to the Web-tier paradigm, the IT industry’s basic strategy since the early
1990s has been driven by the desire to automate manual processes and to optimize
business processes through reengineering efforts, which resulted in rigid best practice
processes being implemented to as many business functions as possible within
application frameworks. The underlying concept was based on standardization and
control, a mentality that grew out of a strong assembly-line bias to accomplish business
processes (which is not necessarily surprising, considering that enterprise resource
planning [ERP] first emerged in the manufacturing industry). Technology was seen as
strategic because these applications increased productivity through automated functions
and reduced costs through standardization and control.5
However, the increasing complexity, speed of change, and volatility in the global economy
are placing new demands on existing applications (not only to continue to drive operational
efficiency but also enable businesses to better respond/adapt to the demands of an
increasingly global and dynamic business environment) that have begun to reveal the
limitations of these well known architectures in terms of scalability, availability, integration
(both within and between organizations), performance, flexibility, costs, and, most
critically, business value.2 In fact, in a recent CEO study by IBM, 69% of top executives
view volatility in the new economic environment as their largest concern, particularly in
terms of deeper/faster processing cycles, such as order to cash, procure to pay, and
supply chain management.6 As a result, the software industry and IT departments are
facing extreme demands to provide new and/or modernized applications that add value in
today’s competitive, fast-paced, volatile, and increasingly global business environment.
These requirements have sparked the evolution of next-generation enterprise applications
from emerging vendors (e.g., Workday), and well established application providers are
looking for new features and business models to protect, if not improve, their revenue
streams (e.g., Oracle and SAP). In fact, 2011 was a strong year for application software
spending, despite a debt crisis in Europe, sustained high unemployment rates in the
United States, natural disasters in the Asia-Pacific region, and middling global economic
growth. The questions now become “Why?” and “Can this growth be sustained?”
Following years of tightening correlations after the bursting of the Internet bubble, trends in
GDP, PMI, employment, and application software spending have begun to decouple, with
enterprise software growth far outstripping economic indicators. In our view, this suggests
that new dynamics and motivators for investment are affecting the applications market.7
Despite the elongation of lifecycles incurred during the 2008/2009 global recession and
the length and cost of upgrades, there is still a burning need among many businesses to
achieve business agility and competitive differentiation through application modernization.8
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We firmly believe that technology upgrades and software refresh cycles are under way
across multiple enterprise applications segments as organizations upgrade technologies
that were acquired more than a decade ago for Y2K remediation, initial Internet access
and presence, and euro conversion support.3 In fact, a survey conducted in the summer of
1998 by Benchmarking Partners and Deloitte Consulting suggested that Year 2000
compliance was the motivation at 42% of organizations undertaking ERP projects at that
time.
The application refresh cycles for human capital management (HCM) and supply chain
management (SCM) can be 10 to 15 years,9 while companies commonly wait 15 years or
longer to replace their ERP applications (e.g., financial management systems).8 In
comparison with HCM and ERP systems, the application refresh cycle for customer
relationship management (CRM) is shorter, typically 5 to 7 years. As a result, we expect
the application refresh cycle likely to proceed more slowly in ERP than in HCM, SCM, and
CRM.9 Therefore, we expect modernization to accelerate with the economic recovery, as
the cost of maintenance on and the inflexibility of these older systems becomes
increasingly expensive and arduous to manage in an increasingly fast-paced, dynamic
global business environment.10
In addition to the simple age of the installed base of many legacy applications, we believe
that the confluence of multiple technology innovations has again positioned the enterprise
applications market at the cusp of the most significant revolution in application
architectures in the past 20 years, which we expect to result in a strong application
upgrade/expansion cycle. (See Exhibit 2.) In particular, the six forces of (1) SOA (which is,
frankly, the key to the new architectural wave), (2) cloud, (3) Fast Data (i.e., in-memory),
(4) Big Data, (5) social, and (6) mobile are the core foundations of new application
frameworks that are focused on driving competitive advantage through new levels of
efficiency, productivity, and flexibility, and we believe that this emerging next wave of
applications will ultimately be as transformational to businesses as client/server
applications were in the 1990s.1
Exhibit 2: Technology Convergence Driving Application Modernization
Service-oriented architectures enable enterprises to
separate business process design from the underlying
computing dependencies, resulting in greater flexibility
and easier adoption of new technologies.
The increasingly mobile, always-connected
nature of the workforce requires enterprises
to offer secure access to and integration
with corporate applications.

Social networks/platforms can be used
for targeting customers, researching
potential employees, and even
enterprise collaboration.

In-memory data stores boost the
performance of the applications
layer to enable real-time analytics
for operational decision making.

The cloud fundamentally transforms how
applications are licensed, delivered, and
deployed—i.e., on demand, at Internet
scale, and as a service.
Cloud-enabled business network solutions
promise to power a new class of applications
that require many-to-many connections
between companies and support multiparty
collaboration and/or multitier visibility.

Application
Modernization

By encapsulating data, relationships, and
procedures to manipulate the data within an
object, applications require less code and time
to develop, and data sets can be changed
without affecting the entire system.

The 95% of data, which is multistructured in
nature and increasing at an exponential rate,
can offer meaningful, actionable business
insights, especially when combined with
traditional structured data (e.g., ERP, CRM).
BPM promotes business effectiveness and
efficiency while striving for innovation,
flexibility, and integration with technology.

Instead of reading a table or parameter
settings to determine how to operate, modeldriven applications are capable of reading the
explicit business process model and rules to
enable flexible UI architectures/customizations.

Master data management consolidates,
cleans, and augments corporate master data
and synchronizes it with all applications,
business processes, and analytical tools.

UI design is increasingly emphasizing
embedded analytics, related content, faster
navigation, drag-and-drop, typeahead, table
manipulation, and other Web 2.0 features.

Source: Credit Suisse.
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Although many of these technologies have toiled in relative obscurity for decades (e.g.,
in-memory data stores), while others have fallen victim to overzealous hype in early stages
of maturity (e.g., SOA), the convergence of these long-standing and recently emerging
forces is creating a situation in which the architecture, design, and construction of
applications are not only fundamentally changing, but new application types focused on
previously unaddressed business needs are beginning to emerge.1
Each of these technologies alone would have meaningful ramifications to the software
industry, but this convergence can be viewed as analogous to the application platform
revolutions (and resulting waves of investment) that occurred with the advent of
client/server applications as well as the Internet.1 Specifically, the proliferation of
commoditized microprocessor-based systems and the development of Ethernet
connectivity in the 1980s resulted in a replatforming of both the front end (i.e., the PC
client) and the back end (i.e., the host server) of applications in the client/server wave,
while the Internet/Web revolution was mostly about evolving existing client/server
architectures and creating new technologies for delivering applications to users (i.e., the
application server and the Web browser).11 In the current wave of application
modernization, not only are the front ends of applications continuing to evolve with the
rapid evolution and adoption of smartphone (i.e., mobile) that include touch, context and
location awareness, and other factors, but a parallel shift is also occurring in back-end
technologies, which are focused on transforming how applications are licensed, delivered,
and deployed (i.e., cloud), as well as bringing new classes and volumes of data to
applications (i.e., Big Data) while also changing the speeds at which data (i.e., Fast Data)
is captured, stored, organized, analyzed, and shared both within and between
organizations (i.e., social, collaboration, and B2B “inter-cloud” networks).1
Based on these dynamics, we view application renewal as a ripe opportunity for software
vendors, and many upgrade and refresh cycles are already under way for technologies
that were originally implemented for Y2K remediation, Internet access and presence, and
euro conversion support.12 Furthermore, as businesses upgrade/modernize their
backbone applications, which offers an opportunity in and of itself to applications vendors,
ISVs also stand to benefit from increased cross-sales of modules/extensions to these
customers. For example, a recent survey by the Aberdeen Group suggests that the older
the implementation, the fewer the number of modules/extensions that the customer has
purchased from their ERP vendors, which is likely due to the fact that some modules were
not even available when customers deployed these systems. Specifically, customers with
ERP implementations less than two years old purchase on average nearly 12% more
modules than ERP systems more than 15 years old.4 As a third leg to this revenue
opportunity, we also expect this fourth-generation platform to produce new generations of
“killer apps” from both new and existing enterprise software companies. Therefore, the
combination of these three factor underscores out thesis that Wall Street’s view of
enterprise applications being a mature, low-growth market will be proven wrong, as the
industry transitions through the next tectonic shift in application architectures and the
resulting wave of accelerated software investment that we expect to gain momentum
throughout 2012 and extend well into 2015 (if not beyond).
Accompanying each historical technology shift, new entrants emerged and drove
innovations in enterprise applications, and we expect history to repeat during this next
revolution in application architectures. Those vendors who resist the change and/or fail to
identify the opportunity slowly lose their leadership and market share and may eventually
become irrelevant as the new paradigm gains acceptance. For example, some of the
leading mainframe-based applications vendors (e.g., MSA, McCormack & Dodge) no
longer exist and have become part of the history of the industry. On the other hand, SAP
successfully embraced the shift and effectively navigated the transition from mainframe to
client/server to Web-based technologies. Similarly, Oracle transitioned from
character-based UI applications during the mini-computer era to the client/server model
and then to the Web-based, three-tier architecture.

The Apps Revolution Manifesto —Volume 1: The Technologies

7

29 March 2012

Because the technologies enabling this fourth generation of architectural patterns are
likely to be only partially compatible with the current generation and because businesses
will likely replace existing applications and/or add new ones on a module-by-module basis
over time (due to the overwhelming cost of change), two or three generations will likely
coexist for a decade or more.1 Due to this lengthy transitional period, we believe
organizations will look for vendors that offer hybrid solutions with end-to-end business
process integration across all elements of on-demand applications and a full on-premise
solutions suite (i.e., master data integration and process data flow between on-premise
and on-demand modules).13
Therefore, with the two primary megasuite applications vendors finally beginning to
embrace (both through organic development and acquisition) new features, application
architectures, and business models (e.g., cloud, Fast Data, Big Data, SOA, mobile, and
social), we believe that Oracle and SAP are positioned to manage this next technology
shift and continue to protect, if not improve, their revenue streams by broadening their
functional footprints and continuing to promote end-to-end process integration across a
hybrid, multigenerational environment.7 For example, we believe that Oracle is taking a
major step forward with the release of Oracle Fusion Applications, a modern
enterprise-class applications suite built from the ground up on a modern, unified
technology foundation (e.g., XML for metadata, SOA for a modular approach to module
and process design and integration, BPEL for composing a set of discrete services into an
end-to-end process flow).14 In our opinion, Wall Street is underestimating the importance
of Oracle Fusion Applications to the long-term competitiveness of Oracle’s applications
business. Similarly, we view SAP’s evolving technology platform focused on on-device,
on-premise, on-demand, and in-memory and grounded in end-to-end processes
orchestration and nondisruptive product enhancements as increasingly compelling. In
addition to a more attractive product roadmap, the improvements in time to market and
quality of development over the past two years at SAP have been noticeable, from the inmemory
HANA
database
and
HANA-enabled
applications
to
Line of Business OnDemand applications, a new PaaS platform based on HANA that will
allow developers to create cloud applications in either ABAP or Java, and so on.
Conversely, we anticipate that many legacy applications vendors, which lack the depth of
functionality of best-of-breed vendors or breadth of integrated processes of megasuite
providers and/or which fail to embrace this shift in technical architectures will experience
an erosion in both their competitive positioning and market share (e.g., Sage, Epicor, and
JDA Software) and potentially face similar fates to MSA and McCormack & Dodge.
In addition, as the standard-bearers of Cloud 1.0, we view Salesforce.com and NetSuite
as leveraged to the massive technology refresh across both the B2B and B2C customer
relationship management (CRM) segments (as well as the emerging, high-growth social
enterprise and platform-as-a-service markets) and the growing replacement of fragmented,
legacy ERP installations at subsidiaries and divisions of globally distributed organizations
with standardized, on-demand solutions, respectively. Similarly, we expect new
applications vendors leveraging next-generation technical architectures to emerge with
best-of-breed solutions focused on specific segments at first and then potentially expand
to become this generation’s new megasuite application vendors. Among these, we view
privately-held Workday as the archetype of Cloud 2.0 and anticipate that the company will
emerge as a major competitor in the enterprise applications market.

Note to readers: “The Apps Revolution Manifesto –Volume 1: The Technologies” marks the first in a series
of more than 300 pages of analysis written by the Credit Suisse software team, which focuses on the
implications of the fourth generation of application modernization across the software industry. Volume 1
focuses on the leading technology trends influencing this paradigm shift in application architectures, with
later volumes covering how each of the main segments of the enterprise applications market will be
affected by this new wave of application modernization, as well as how each major enterprise applications
vendor’s strategy and product portfolios are positioned competitively.
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What Technology Trends Are
Driving Application Modernization?
“Business is undergoing some long lasting changes, and technology, which is tied to
some (if not all) of the overall changes, is seeing the impact come out as stronger
growth for many software markets above what would ‘normally’ be
expected…Companies have come to the realization that technology, particularly
software, can be a competitive advantage…Through technology, companies can
significantly increase productivity, lower costs, engage new markets, innovate on
business models and products, etc.”
— Michael Fauscette, Group Vice President, Software Business Solutions at IDC

Service-Oriented Architecture (SOA)
What Is SOA?
Service-oriented architecture (SOA), as described by the Butler Group, is a
standards-based infrastructure upon which defined, self-contained, and nonreliant
functional components can be stored, identified, created, deployed, and consumed.15 At a
high level, SOA is essentially a concept of defining how consumers and providers of
computing services share information (i.e., how software communicates). In a
service-oriented computing model, business process logic is contained in a separate
process engine and invokes services thorough a common interface to solve specific
transactions. (See Exhibit 3.)
Exhibit 3: Monolithic Application versus Service-Oriented Architecture

Source: http://www.logimethods.com/enterprise-soa-soe.php.

Service-oriented architecture is a strategy that seeks to build all the software assets in the
company using the service-oriented programming methodology.16 Service-oriented
architecture is a software architecture style for creating and using business processes,
packaged as “services,” throughout their lifecycle. SOA also defines and provisions the IT
infrastructure to allow different applications to exchange data and to participate in
business processes. These functions are loosely coupled with the operating systems and
programming languages underlying the applications. As compared with monolithic legacy
applications, SOA separates functions into distinct units (services), which can be
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distributed over a network and can be combined and reused to create business
applications. These services communicate with each other by passing data between
services or by coordinating an activity between two or more services.
As IT departments move toward a service-oriented architecture, enterprises are able to
design and build computing paradigms that reduce business processes to smaller and
smaller units of logic that can be accessed by any client from anywhere through
Internet- or Web-based technologies. The evolution of the n-tier architecture enables
organizations to create software-as-a-service, in which the concept of a business process
will act as a client and request “services” from virtual computing “kiosks,” which provide
discrete computational or data transformation functions.
Why Is SOA Important?
The benefits of adopting a service-oriented architecture model are many, but perhaps the
most significant aspect is that an enterprise can separate its business process design from
the underlying computing dependencies. The new model also reduces end users’
switching costs, as functionality will be readily available from multiple sources and the
interdependencies between the services will be transparent.
Exhibit 4: Impact of Service-Oriented Architectures on Enterprise IT Systems

Source: IBM.

SOA also enables enterprises easily to adopt and exploit new technologies and easily
abandon old ones, a dynamic that is problematic for legacy software systems. With an
SOA-based systems design, business processes will be fragmented into a series of
discrete computational or data services, and SOA enables a single business process
engine that will control the logic flow by invoking multiple services as needed to design a
new application to complete a business process.
The Emergence of Business Process-Centric Computing

In light of the potential benefits of business process automation, designing systems around
the business processes they execute has become the preferred method for architecting
enterprise software systems, whether business process design, business process
management, or business process optimization. A business process may be any task
completed in the organization (e.g., booking a hotel or flight through corporate travel,
ordering office supplies through a vendor, updating the 401(k) contribution of an
employee). For a large enterprise, the number of business processes can be
overwhelming, numbering in the tens of thousands enterprise wide.
While the concept of designing the computing infrastructure around how an enterprise
operates its business appears sensible, most organizations in practice have been
modifying or even recreating their business processes around their technology. Even more
surprising, the concept of not providing a service to a customer simply because the system
did not support that service has been an acceptable practice.
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Further complicating matters is that the number of systems any one of these transactions
may touch from initiation to completion can number in the dozens and be either internal or
external to the organization. For instance, booking a flight might go from the corporate
travel system to the internal accounting application to the external credit approval system
to the assignment of a seat from the airline reservation system and back to the
browser-based application facing the end user. The vast majority of business processes
currently require manual intervention, can take several hours or days to complete, and are
often serviced by numerous support personnel. Automating these processes will eliminate
significant costs and provide the flexibility to change business processes, dynamically
improving customer service and satisfaction.
However, the balance is beginning to shift. Technology increasingly is expected to enable
a company’s existing business processes, and the implementation and management of
those processes is expected to meet a minimum return on investment, which is aligned
with the company’s overall business objectives. The focus on business processes has
modified the approach toward computing infrastructure and IT buyer behavior. Business
process-centric computing is the identification of existing business processes and their
technical implementation. The concept is automatically to invoke services to complete the
process and have the underlying infrastructure support the dynamic changes of the
processes.
The discipline of business process management (BPM) combines software capabilities
and business expertise to accelerate process innovation and optimization. When BPM is
enabled by SOA, core processes can be broken into individual services, giving the
processes flexibility, and, therefore, the business agility. For maximum impact, globally
integrated businesses use BPM enabled by SOA to look at their processes end to end,
across departments and divisions, breaking down functional and organizational barriers.17
For example, quote-to-cash is a common but complex business process that includes a
number of steps: identification and verification of the customer, creating quotes and
capturing orders, verifying credit, checking for existing contracts, ensuring inventory and
status, determining and providing a quote to the customer, generating an order,
provisioning, shipping, invoicing, and applying the payment. Quote-to-cash spans several
systems, including CRM, ERP, and supply chain management; involves a number of roles,
including call center agents, shipping clerks, order process analysts, and managers; may
take minutes or days to complete; and requires oversight by highly trained individuals.18
(See Exhibit 5.)
Exhibit 5: Quote-to-Cash Business Process and Associated Applications

Source: http://res.sys-con.com/story/jun09/986756/Figure%201_468.jpg.
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SOA Enables Reuse of Software Code

If the bundle of code that constitutes a service is the right size and scope, then that code
can be reused the next time a development team needs that particular function for a new
application that it wants to build. For example, a telecom company may have four different
divisions, each with its own system for processing orders. Those systems all perform
certain similar functions, such as credit checks and customer record searches. However,
because each monolithic system is highly integrated, none of these redundant functions
can be shared. Conversely, service-oriented development gathers the code necessary to
create a version of the credit check function, for example, that can be shared by all four
systems. The service may be either a completely new software code or a composite
application consisting of code from some or all of the systems. Regardless, the composite
is wrapped in a complex interface that hides the complexity of the composite. The next
time developers want to create an application that requires a credit check, the developers
write a simple link to the composite application.16
In a company that constantly builds new systems that rely on similar functionality (e.g., an
insurance company with many different divisions, each with slightly different products, or a
company that is constantly acquiring new companies), the time saved in developing,
testing, and integrating that same software functionality can add up.16
Reuse, however, is not assured. If developers in other parts of the company are not aware
that the services exist or development methodologies differ across the company, the
service may languish as a one-off. Companies that get reuse have developed governance
mechanisms, including centralized development teams, a single development
methodology and service repositories, to increase the chances for reuse.16
SOA Increases Productivity

If developers reuse services, the speed of software projects can be improved, and the
same development team can work on more projects. Furthermore, integration costs can
be reduced by 30% according to estimates by Gartner, and development cycles for new
projects can be multiple months. For example, Verizon’s catalog of services allows the
company to skip forming a project team for the development of a phone-line ordering
process, because the services necessary to compose the process are already in place.
“With point-to-point integration, we would have had a central project team to write the
overall integration, and local teams for each of the systems we needed to integrate with.
With the phone-line process, we had a single team that was focused almost entirely on
end-to-end testing,” indicated Shadman Zafar, Verizon’s senior vice president for
architecture and e-services, to CIO magazine. Ultimately, producing reusable services
saves time and resources and improves the quality of new applications, because testing is
no longer the last hurdle of an exhausting application development process but rather one
of the primary focuses.16
SOA Reduces Upgrade Costs/Enables Easier Upgrades

SOA development encourages duplicated overlapping business capabilities (services) that
span multiple applications and systems to be consolidated into a small number of shared
services. This enables elimination of redundant services and reduces the cost of
maintaining systems by providing a single point of change for application logic. (See
Exhibit 6.) Furthermore, SOA gives IT the means gradually to phase out legacy systems
and applications while minimizing disruption to the applications that are built on or are
integrated with them using SOA principles.19
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Exhibit 6: Upgrade Cost Distribution and the Impact of SOA

Source: Oracle.

Business Process Management (BPM)
What Is BPM?
Business process management (BPM) is a management discipline focused on aligning all
aspects of an organization with customer needs. BPM is a holistic management approach
that promotes business effectiveness and efficiency while striving for innovation, flexibility,
and integration with technology. Business process management attempts to improve
processes continuously and could, therefore, be described as a process optimization
process. BPM enables organizations to be more efficient, more effective, and more
capable of change than a functionally focused, traditional hierarchical management
approach.20 Business process management increasingly is seen as a way to master the
increasing complexity of modern corporations and coordinate the work of thousands of
people through a focus on well defined processes. Leading companies have shown that
applying business process management in the right way can fulfill the promise of IT to
automate business processes and directly support strategy.21
The key element of BPM is the business process, which is defined as a way to achieve a
specific objective that is related to creating value for the end customer.21 Simply put, a
business process describes the way something happens or a way of doing things in an
organization. Everyday examples of task-level business processes include registering to
vote, buying a book from a Website, and changing a home address. Activity-level
processes might include preparing taxes or applying for a mortgage. Process-level
processes have many steps, for example, buying a house or selecting and enrolling in a
university. The highest level processes are ongoing, complex activities such as marketing
a small business or building a shopping center. Sometimes it is obvious and easy to
identify the value created by a process, and other times a process indirectly creates value
by performing a task related to accounting, administration, and other management
functions.
Business process modeling captures a process so that it can be better understood and
improved or describes a process in detail and associates it with technology so that it can
be automated. For example, the flowchart in Exhibit 7 depicts a business process model
that captures the various steps in a purchase order approval process.21
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Exhibit 7: Business Process Modeling Flowchart for Purchase Order Approval

Source: SAP.

Business process management is essentially the practice of managing a company by
focusing on defining business processes, describing them in detail, monitoring them with
appropriate metrics, and then using the improved understanding to optimize the
performance of the business. Many software vendors provide technology to keep track of
all the process descriptions, automate processes where appropriate, instrument processes
and track metrics, use models to generate solutions, and build process-driven nextgeneration enterprise applications and provide technology to modernize the existing
enterprise applications.21
A common confusion about BPM surrounds the difference between the workflow systems
of the 1990s and current business process management systems (BPMS). While
proprietary workflow systems managed document-based processes in which people
executed the workflow steps of the process, today’s BPM systems manage processes that
include person-to-person work steps, system-to-system communications, or combinations
of both. In addition, BPM systems include integrated features (e.g., enhanced and portable
process modeling, simulation, code generation, process execution, process monitoring,
customizable industry-specific templates and UI components, and out-of-box integration
capabilities, along with support for Web services-based integration). BPMS also
increasingly include different types of collaboration capabilities.22
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Since the early 1990s, which marked the beginning of the second generation of integrated
enterprise applications, ERP and other enterprise applications were built using
client/server architecture and have been widely implemented by enterprises, providing a
foundation of standardized process automation. ERP and the rest of these applications
(e.g., CRM, SCM, HCM, and PLM) were eventually integrated, providing the highest level
of fulfillment of the second-generation paradigm.
The stirrings of the third generation of enterprise applications began in the early 2000s
with the adoption of the Internet, which has been built out, providing ubiquitous,
standardized connectivity. Over the years, many different types of Web services have
been available for reuse, resulting in an explosion of so-called mashup applications.
Enterprise applications are now much more manageable and configurable and have
gained flexibility by participating in process automation through Web services, built using
SOA. To support the business process implementation in the enterprise application
environment, visual programming and application composition tools using models have
gone through several generations. Standards for process modeling, their execution, and
their implementation are now mature enough for both business people and IT staff to build
solutions. The infrastructure for monitoring processes and managing performance and
compliance has been created, and the various quality management processes (e.g., six
sigma) are now well understood and generally adopted by organizations. The paradigm
shift for the third generation is from the notion of an integrated set of applications to the
vision of a platform to support the creation and recombination of modular business
processes. Such a platform brings together the ability to design, implement, monitor,
analyze, and improve business processes without regard for the underlying technical or
application constraints. Given all of this technology, the lessons learned over the years,
and the urgency that results from increasing business complexity and competition, we
believe that BPM has a chance of succeeding and would be a key driver for the application
modernization trend.
BPM in the Real World

The following example explains a scenario of how BPM is implemented in a typical
enterprise application environment. A merger of two companies with overlapping product
portfolios provides a typical example of the value of BPM technology. The two companies
with different IT infrastructure, which they do not plan on consolidating in the short term,
decide to present a common face to the consumer through Websites, call centers, and
other channels for order taking. This is a perfect scenario for applying BPM technology.
The first step is to design the ideal order-to-cash process in a business process model that
describes all the activities required, from order taking to fulfillment and through collecting
money. Each step in the model must incorporate components such as user interfaces to
present a unified product catalog or collect the data about the order. Existing services that
communicate with the applications will be reused, and missing services will have to be
defined and implemented.
The call center and sales staff will use an application for order taking and fulfillment that
will be generated from the business model. One of the steps in this model is a business
rules component that looks at the products included in each order. The rules component
analyzes the order to determine the correct company and specific factory to which the
order should be sent using all available data, including product, size of order, geography of
customer, and so on. Based on the recommendation provided by the business rules, the
specific parts of the order are sent via messages to the companies that make the products.
Another set of business rules is used to determine the correct Web services to use to
obtain status information. (See Exhibit 8.)
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Exhibit 8: Example of BPM Implementation for Two Merged Companies

Source: SAP.

BPM technology allows the business process to be the driving force in determining how
business gets done, concealing the underlying complexity of the IT infrastructure. Most of
the work done in a company happens through unstructured collaboration and
communication based on the simple mechanisms of email, spreadsheets, documents,
presentations, and real-time communication through phones, IM, and text messaging.
Enterprise applications such as ERP and CRM provide standardized implementations of
the common processes of modern businesses and perform most of the work for the
approximately 20% of processes that can be automated. For example, the recruitment
process starts with a job description and ends with a hire, but exactly how all the
interviews, evaluations, and meetings will go is not clear at the outset. With the emergence
of packaged enterprise applications, it became clear that each company should not invest
in creating its own custom application for accounting, finance, controlling, budgeting,
invoice processing, and so on. Enterprise software vendors created software applications
that implemented standard processes through configurable abstractions. These
applications became rapidly adopted starting in the early 1990s with the arrival of the first
comprehensive ERP packages. A succession of other applications followed, including
CRM, SCM, HCM, PLM, and others, and combined together, these packaged applications
provide a comprehensive foundation for tracking and automating the transactional
activities inherent in large companies.
Enterprise applications have become the systems of record, and many of the
nonautomated activities use data that is stored in these applications. Enterprise
applications also have units of functionality (e.g., taking orders, creating invoices and
purchase orders, making payments, and setting up vendor relationships) that may be the
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end result of a nonautomated process, such as making a sale. BPM fills the space
between the wide open, unstructured world of collaboration and the precise transaction
processing of enterprise applications. In addition, enterprise processes routinely cross the
boundaries of enterprise applications. For example, processes such as order-to-cash and
procure-to-pay may involve several enterprise applications, such as taking orders in CRM,
creating invoices and purchase orders in ERP, and managing production and fulfillment in
SCM. (See Exhibit 9.) BPM, especially in combination with services that can move data in
and out of enterprise applications and other information sources, provides a way explicitly
to define, manage, and automate processes that span enterprise applications. BPM also
allows processes that bring in people and systems from outside the company to be
defined, supporting processes that take place across an extended business network.
Exhibit 9: Interactions Between CRM and ERP Defined as a Set of BPEL Processes

Source: http://soa.sys-con.com/node/986756.

Why Is BPM Important?
Before the advent of BPM, the task of IT had two missions to empower users: (1) providing
tools to support unstructured collaboration and (2) implementing and configuring
structured enterprise applications. Collaborative tools provide the power to communicate,
collaborate, and create and share documents, spreadsheets, and presentations.
Enterprise applications record transactions, analyze the state of the enterprise, and
participate in structured and well defined business processes that are implemented in
those applications.
BPM provides a new sort of empowerment to the business users and changes the role of
IT to some extent. BPM allows business users (the people who are the masters of
spreadsheets and presentations, who really make the most use of the technology they
have and are the real end users of applications) to start playing a major role in the
discovery, definition, and automation of business processes.
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When provided in tandem with an IT and application infrastructure to support SOA, BPM
technology enables business staff to design their own processes and play a much more
active and helpful role in generating new solutions to support business functions. In
addition, BPM enables IT staff using BPM technology to enhance their productivity when
building solutions. Regardless of who uses the technology, business process models are
not only descriptions of how a company does its work but can also be the source for
creating solutions. In other words, the business process models are semantic models of a
business.
Exhibit 10: Composite Applications Integrated using SOA

Source: InformationWeek.

With the adoption of BPM within an organization, business users realize that they can
define processes and play a much more active role in creating solutions to automate them
with BPM technology. They begin to recognize processes that have been executed in
informal ways and use BPM technology to start to automate those processes. In the
automation process, information is retrieved and stored in enterprise applications through
Web services. In cases where the needed Web services do not exist, IT creates them to
provide the needed information and functionality to support the process. As time passes,
while supporting BPM infrastructure remains in place, business users become more adept
at designing processes. Some users start building solutions for themselves, and IT makes
sure that everyone has the tools they need.
In a company that is at a high level of BPM maturity, the relationship between business
and IT changes. Assuming that the right BPM technology and Web services are available,
business users can do more for themselves and IT becomes involved on an exception
basis. Instead of asking IT to solve their problems directly, users bring IT into the process
only when something is missing. This transformation of the role of IT does not happen
quickly at most companies because the adoption of BPM technology and the emergence
of a full portfolio of services take place gradually. In the short term, BPM means that the
alignment between business and IT dramatically improves. In the long term, it should
always be remembered that one of the results of BPM is the empowerment of an even
broader range of users to innovate and solve their own problems.
Relationship Between SOA and BPM

In service-oriented architecture, Web services can be written using many programming
languages (e.g., Java, C#, Ruby, and ABAP). BPM technology is one of the ways to
design processes and then use information and functionality from Web services. While
Web services can be invoked from various programming frameworks that are intended to
be used by experts, BPM complements SOA in a way that BPM links the underlying
services to the high-level business processes within an organization. For most companies
adopting the BPM approach, the processes defined use services that come from
enterprise applications to gain access to data and functionality, although important
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services for mapping, e-commerce, and logistics and other functions become available to
a large variety of providers on the Internet.
BPM technology plays a crucial role in making the most of SOA. Through BPM technology,
it is possible to accelerate creation of new solutions, which can support innovation in
differentiating processes, extending existing application processes, or extending
integration in the business network. Without BPM technology, SOA becomes a program of
software development that can only be performed by highly technical staff who must take
direction about what to do from business users. While this structure has worked well in the
past, it has three major problems: (1) the capacity of technical staff who know how to write
programs in Java, C#, and ABAP becomes a bottleneck to development; (2) the process
of translating requirements for solutions from business staff to technology staff is difficult
and error prone; and (3) the process of developing solutions in this manner is slow.
Most BPM technology is designed to be usable not only by technologists but also by
business staff. BPM technology is used to create solutions through modeling, either using
models that are executable or those that can be translated somehow into working
solutions. In general, modeling is easier and faster than coding in languages like ABAP,
Java, and C#,; therefore, no matter who uses BPM technology, solution creation becomes
accelerated. Because business users can now be added to technology staff and play a
more active role, the pool of those who can create solutions is expanded, thus decreasing
the development bottleneck. The common language of modeling increases alignment.
Over time, direct creation of solutions by business staff can reduce the need to translate
requirements from the minds of business staff into some document used by IT to create
the solution. Exhibit 11 depicts how higher-level business process models cascade into
more detailed models that then can be associated with technology components derived
from enterprise applications and other sources.
Exhibit 11: Business Process Models and Associated Technology Components

Source: SAP.

The Apps Revolution Manifesto —Volume 1: The Technologies

19

29 March 2012

In other words, BPM and SOA are tightly linked. While it is possible to use SOA without
BPM, it ends up slowing down development. Using BPM without SOA means modeling
processes and automating solutions that are not connected to either existing transactional
systems of record or to powerful functionality that can be offered over the Internet.
Ultimately, SOA provides the platform that bridges the business processes and operational
resources, whereas BPM provides a great abstraction for building business systems and
optimizes the use of SOA across core business processes that affect business objectives.

Master Data Management (MDM)
What Is MDM?
Master data refers to a consistent, official set of identifiers, attributes, and groupings for
core entities. Core entities are business concepts that describe the critical things an
organization does. Examples of core entities are parties (e.g., customers, prospects,
people, citizens, employees, vendors, suppliers, and trading partners), places (e.g.,
locations, offices, regional alignments, and geographies), and things (e.g., accounts,
assets, policies, products, and services). Groupings of master data include organizational
hierarchies, sales territories, product roll-ups, pricing lists, customer segmentations, and
preferred suppliers.23
MDM is a technology-enabled discipline in which business and IT organizations work
together to ensure the uniformity, accuracy, stewardship, semantic consistency, and
accountability of the enterprise’s official, shared master data assets. Gartner suggests that
emphasis should be on “discipline,” “business and IT,” and “consistency.” Organizations
apply MDM to eliminate endless, time-consuming debates about whose data is right,
which can lead to poor decision making. MDM is about ensuring a golden source of key
data for reuse across the organization, including making sure that the most critical data for
the organization is correct and made available at the right point in time to the right people
in the right manner. This approach requires the use of sound enterprise information
management principles and practices that are focused on master data.23
Master data is the critical business information supporting the transactional and analytical
operations of the enterprise. Master data management is a combination of applications
and technologies that consolidates, cleans, and augments the corporate master data and
synchronizes master data with all applications, business processes, and analytical tools.
This results in significant improvements in operational efficiency, reporting, and fact-based
decision making.24 Business data in an enterprise could be broadly classified into three
categories:
(1)
master,
(2)
analytical,
and
(3)
transactional.
(See Exhibit 12.)
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Exhibit 12: Types of Data in the Enterprise

Source: ibmsoftwareservicesindia.com.

■

Master: Master data represents the business objects, which are shared across more
than one transactional application and upon which transactions are done, and the
dimensions, around which analysis is accomplished. This data also represents the key
dimensions around which analytics are done. Master data creates a “single version of
the truth” about business objects across the operational IT landscape. An MDM
solution should be able to manage all master data objects. These usually include
customer, supplier, site, account, asset, and product. However, other objects such as
invoices, campaigns, or service requests can also cross applications and need
consolidation, standardization, cleansing, and distribution. Maximum business value
comes from managing both transactional and analytical master data. These solutions
are called Enterprise MDM. Operational data cleansing improves the operational
efficiencies of the applications themselves and the business processes that use these
applications. The resultant dimensions for analytical analysis are true representations
of how the business is actually running. In addition, the insights realized through
analytical processes are made available to the operational side of the business.24

■

Transactional: Transactional data supports the applications that automate key
business processes (e.g., sales, service, order management, manufacturing,
purchasing, billing, accounts receivable, and accounts payable). These applications
require significant amounts of data to function correctly, including data about the
objects that are involved in transactions, as well as the transaction data itself. For
example, when a customer buys a product, the transaction is managed by a sales
application. The objects of the transaction are the customer and the product. The
transactional data is the time, place, price, discount, payment methods, etc., used at
the point of sale. The transactional data is stored in OLTP databases that are
designed to support high-volume, low-latency access and update.23,24 Operational
MDM focuses on managing transactional data under operational applications and
relies heavily on integration technologies. Operational MDM refers to the
establishment of MDM at its source, meaning that master data is governed at the
source and that explicit efforts are made to ensure that data is kept semantically
consistent enterprise wide. Operational MDM brings real value to the enterprise but
lacks the ability to influence reporting and analytics.23,24
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Exhibit 13: MDM Across Transactional and Analytical Applications

Source: Gartner.

■

Analytical: Analytical data supports a company’s decision making. For example,
customer buying patterns are analyzed to identify churn, profitability, and marketing
segmentation. Similarly, suppliers are categorized, based on performance
characteristics over time, for better supply chain decisions. Product behavior is
scrutinized over long periods to identify failure patterns. This data is stored in data
warehouses and/or data marts, with table structures designed to support heavy
aggregation, ad hoc queries, and data mining. Typically, the data is stored in large fact
tables surrounded by key dimensions such as customer, product, supplier, account,
and location.23,24 Analytical MDM focuses on managing analytical master data.
These solutions focus on providing high-quality dimensions, with their multiple
simultaneous hierarchies to data warehousing and BI technologies. Analytical MDM
refers to the established aspects of MDM-appropriate skills and technologies, such as
data quality, as they relate to the uses of the data in data warehouses that are
employed for business intelligence. Analytical MDM has no explicit mandate to fix the
data at its source, even though a single view of the data is achieved, for the purposes
of reporting and analytics. In other words, analytical MDM brings real value to the
enterprise but lacks the ability to influence operational systems. Any data cleansing
done inside an analytical MDM solution is invisible to the transactional applications,
and transactional application knowledge is not available to the cleansing process.
Because analytical MDM systems can do nothing to improve the quality of the data
under the heterogeneous application landscape, poor-quality and inconsistent domain
data find their way into the BI systems and drive less-than-optimum results for
reporting and decision making.23,24

MDM fixes the data quality problem on the operational side of the business as well as
augments and operationalizes the data warehouse on the analytical side of the business.
Master data management has two architectural components: (1) technology to profile,
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consolidate, and synchronize the master data across the enterprise; and (2) applications
to manage, cleanse, and enrich the structured and unstructured master data.
Exhibit 14: Sharing of Master Data by Multiple Applications Using Oracle AIA

Source: Oracle.

Why Is MDM Important?
Master data management has been one of the key foundations for the development of
next-generation enterprise applications. Over the last several decades, IT landscapes
have grown into complex arrays of different systems, applications, and technologies. This
fragmented environment has created significant data problems. These data problems are
breaking business processes; impeding customer relationship management (CRM),
enterprise resource planning (ERP), and supply chain management (SCM) initiatives;
corrupting analytics; and costing corporations billions of dollars per year.24
Exhibit 15: Typical Enterprise Applications Environment without MDM

Source: IBM.
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Traditional approaches to master data include the use of existing enterprise applications,
data warehouses, and middleware. Some organizations approach the master data issue
by leveraging dominant and seemingly domain-centric applications, such as a customer
relationship management (CRM) application for the customer domain or an enterprise
resource planning (ERP) application for the product domain. However, CRM and ERP,
among other enterprise applications, have been designed and implemented to automate
specific business processes (e.g., customer on-boarding, procure-to-pay, and
order-to-cash), not to manage data across these processes. The result is that a specific
data domain (e.g., customer or product) may actually reside within multiple processes and
therefore multiple applications.25
One of the most important reasons why organizations adopt MDM is their need to exploit
master data as a reusable asset to achieve a “single view” of that master data. (See
Exhibit 16.) In other words, business users want a single source of certified master data
that can be accessed and viewed in multiple applications. However, each application
usually defines and architects the master entity differently. For example, the customer
could be defined differently in Siebel CRM versus SAP Order Management. Such a
complexity of referencing from one interpretation of master data to the certified source
could be handled by using metadata in MDM. Metadata is data about data (i.e., the terms
used to describe data). Thus, metadata is a flexible, markup, descriptive, coding technique
that IT managers can use in many different ways to help manage data. Metadata is selfdescribing data, including format, history, class, and others.26
Exhibit 16: Single View of MDM

Source: Informatica.

Moving to a MDM approach requires greater abstraction of data objects. For example, a
data object, such as “customer,” could be viewed as just a variant of a “party” data object.
In this case, customer could be replaced by a party in the MDM data model. The party
object could then have multiple attributes, one of which would be customer. In this case,
the master data is more generic but can support multiple attributes, so the same party
could be treated as a supplier by a different transaction type. This approach requires the
master data model logically to separate the data object from the transaction type, from the
different attributes of that data model, and from the rules for determining which attributes
to use. MDM defines the rules for party and the supporting metadata, but the services
environment classifies the use case.26
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Relationship Between SOA, BPM, and MDM

BPM enables process-centric approaches and includes service-oriented design paradigms
that are coordinated with service-oriented analysis and design approaches to master data
management (MDM) and service-oriented development of applications. Without a shared
service design paradigm, enterprises end up maintaining multiple, discrete applications,
which create data and process silos that become barriers to business agility, and increase
IT costs.27
SOA supports the design, development and reuse of componentized software and data
assets as services in support of the organization’s business processes. MDM provides the
governance and management of data on core entities and treats them as reusable assets.
MDM ensures that data is semantically consistent across the enterprise to meet various
requirements, from application development to compliance, analytics and reporting,
business process orchestration, and SOA. On the other hand, BPM helps assure data
integrity. BPM is a discipline that treats process as a reusable asset. MDM helps assure
process integrity. Coordinating and leveraging the complementary efforts of those involved
with BPM, MDM, and SOA/SODA initiatives facilitates the delivery of consistent, agile, and
shareable processes and services for organizations.26
SOA lays a foundation for dramatic changes to application development. New applications
to support MDM and BPM now use SOA/SODA disciplines and platforms to improve agility
through functional decomposition and maximize savings through reuse. Without SOA,
efforts to develop agile business process improvement initiatives will fail. Conversely,
designing new business and data services without rethinking how to share and govern
business processes and workflows will also lead to failure. Therefore, enterprises now
employ service-oriented analysis and design thinking when embarking on MDM and
BPM/business process improvement (BPI) initiatives. Such a coordinated effort reduces
the total cost of ownership of their solutions while also improving the agility of those
solutions.27 (See Exhibit 17.)
Exhibit 17: The Three Complementary Faces of Service-Oriented Sharing and Reuse

Source: Gartner.

The goals of the SOA-enabled integration on top of MDM include architectural agility and
the ability to quickly to accommodate business requirements through decoupling
consumers from physical implementation and data schemas, MDM amplification through
standardized integration acquisition and delivery mechanisms, reduction of integration
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maintenance through acceptance and leverage of preferred communication methods, and
reduction of effort and cost for new integration efforts.28
This breaking down of siloed solutions requires what Gartner describes as a
“service-oriented mentality” that can be applied across BPM, SOA, and MDM. However, if
an enterprise tried to implement composite applications, master data management, and
business process automation without SOA, the development and maintenance costs
would be even greater. BPM suggests that organizations need to prioritize which business
processes are most important to the business so that they can model those processes first.
MDM suggests that organizations need to build small data models first, aligned to the most
important business processes of the organizations. Finally, SOA suggests that services be
designed and built in support of those requirements that yield the greatest value.27
(See Exhibit 18.)
Exhibit 18: From Vertical Silos to End-to-End Shared Processes and Services

Source: Gartner.

The combination of information consolidation through MDM and integration streamlining
through SOA has proven to provide drastic long-term cost reductions to IT organizations
by eliminating redundant infrastructure and reducing labor training, development, and
maintenance hours. Such efforts are being sponsored, planned, and executed in parallel,
since MDM enables SOA, and SOA provides agility and amplification to MDM.28
(See Exhibit 19.)
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Exhibit 19: Summary of Information and Integration Enablement

Source: http://www.informationmanagement.com/specialreports/2009_147/integration_master_data_management_service_oriented_archit
ecture-10015593-1.html.

Model-Driven Application Architecture
What Are Model-Driven Application Architectures?
Over the last few decades, enterprise applications have evolved into something that is too
complex to be truly effective and agile. Applications built in the late 1990s and early 2000s
are often too rigid and provide little flexibility to support customization at customer
environments as business requirements change. At the same time, upgrading applications
to future releases is too cumbersome with customization. Since packaged enterprise
applications cater to the needs of multiple businesses, these applications have traditionally
been designed and configured by using a set of parameters to meet the requirements of
any specific business. Furthermore, most of the organizations customize these packaged
applications to meet their business requirements. For example, during the implementation
process, the IT department would ask the business how the business process works.
Typically, the business people would create the functional design of the system by
describing the business processes either on a Visio or a PowerPoint diagram and the
detail on a functional design document. (See Exhibit 20.) Then, a business analyst would
take the process specification or the process model and determine the parameter settings
or underlying table settings in the system to make the system conform to the specifications
outlined in the business process model, which evolved into the technical design document
for the system.
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Exhibit 20: Purchase to Pay (P2P) Process Modeled in Visio

Source: http://vismap.blogspot.com/2011/05/internal-controls-documenting-with-ms.html.

The aforementioned parameterized model has persisted for many years in the enterprise
application market because it enables developers efficiently to design a system for
common use cases and to specify a limited set of parameters that allows users to match
the system to their business process requirements, within a relevant range of functional
choices. This works for many applications because the range of use cases for most
application markets is relatively constrained, and vendors are reasonably good at
convincing users to flex their business processes whenever business requirements could
not be met. However, this approach is not intuitive to business users and is sometimes
error prone while translating business requirements into technical specification and
parameters. The whole process of translation, correction, and implementation of process
specifications leads to long cycle times for implementation and yields unsupportable
customizations.29
However, in recent years, a new application style has emerged that combines BPM, SOA,
and packaged application styles, which Gartner defines as “model-driven packaged
applications.” The key to this application style is that the behavior of the application is
configured through direct manipulation of an explicit business process model, which is
usually graphical, rather than through manipulation of parameters or tables. In
model-driven applications, instead of the application reading parameter settings to
determine how it should operate, the application is capable of reading the explicit business
process model and business rules without the manual intervention of the business analyst.
In Gartner’s definition of this application style, only business process functionality needs to
be governed by the explicit business process model. Administrative functionality may still
be managed through parameter settings. This is because the primary audience for
administrative functionality is expert technical users for whom the parameter settings may
be more appropriate. Most often, this explicit process model will be in the form of a
graphical process model in combination with a set of natural-language business rules.30
SOA and BPM are the foundations of this next-generation, model-driven application
architecture, which gives rise to the metadata-driven application design that will comply
with the abstraction of the business model to translate into technical design. (See Exhibit
21.) Because models have metadata, the term model-driven implies instituting a set of
metadata management principles, tools, and support staff, as well as the necessary
governance policies that go with them.
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Exhibit 21: Evolution of BPM, SOA, and Model-Driven Development

Source: http://www.modeldrivenstar.org/2010/10/bpm-history-in-one-picture.html.

Metadata could be interpreted as “information about information” or “data about data” or
“data about applications.” In an applications context, metadata is useful for describing the
components of an application. Metadata creates an abstraction layer over explicit coding
to facilitate a service-oriented approach to application development, configuration,
customization, execution, and management.31 Most applications manipulate data, which is
often stored in a database. Typically, this data is information (e.g., account, contact), but
the source code for a model-driven application itself can be considered as data that
provides the information on how an application looks, feels, and functions. This information
is referred to as metadata for application.32
Why Are Model-Driven Application Architectures Important?
A typical challenge endemic to the building and deploying of enterprise applications is that
business users often tend to have requirements that entail application tailoring or
customization. Sometimes, these customizations include simple functionality changes,
such as slightly different page layout, a revision to display text, the reordering of page
content, or a change in the business logic. To incorporate such types of business
requirements, an enterprise’s applications IT team typically implements the changes in the
development environment and then deploys the application after going through testing and
staging. Not only is this process both time consuming and complex, but it also may result
in downtime for patching and redeployment, often compromising a company’s core
business. Alternatively, if customers want to perform such changes to an application, they
must both make the changes and maintain and port the code base across the upgrades to
the application. However, model-/metadata-driven application architectures eliminate such
hassles by enabling the customization of metadata in an upgrade-safe manner without
requiring an upgrade to the base metadata. The customizations (i.e., changes to the
metadata) are saved separate from the base as required. Hence, customers can upgrade
the base metadata without compromising the customizations. The customizations can be
created and updated for the runtime to load them without any downtime of the
applications.32
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Exhibit 22: Metadata-Driven Architecture

Source: Oracle.

While addressing such requirements, metadata-driven applications empower applications
admins or developers to build different customizations for different types of users. For
example, one can build customizations for a specific industry or an enterprise or a
business role, thus adapting a software system to a specific business situation. This
means that if applications vendors make changes to the base metadata in subsequent
releases, all of the customizations still apply and can be merged with the updated base
metadata that is deployed via an upgrade. The metadata-driven architecture allows
multiple layers of customization that enables organizations to customize (either at the
industry level or organization level) depending on the user or the context.32 (See
Exhibit 23.)
Exhibit 23: Customization Using Metadata

Source: Oracle.
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Major vendors continue to deliver functionality on metadata-driven architectures, and
these are the foundations for model-driven packaged applications. For example, Oraccle
Fusion Applications, a model-driven package application, will be one of the major drivers
in this sector. Similarly, other vendors continue to enhance applications to take on more of
the design principles of model-driven packaged applications as well.33
Metadata-driven architectures allow companies to build single, foundational applications
that individuals, departments, and organizations throughout the companies can customize
without changing the core application, and each division in turn can tailor the application
differently for different groups of users.32 In fact, metadata-driven design and development
is the foundation for many SaaS companies (e.g., Salesforce.com and Workday) to enable
multiple layers of customization in a single application hosted in a multitenant
environment. (See Exhibit 24 and Exhibit 25.)
Exhibit 24: Example of Metadata in Force.com

Source: Salesforce.com.

Exhibit 25: Runtime UI Generated from Metadata in Force.com

Source: Salesforce.com.

Specifically, the preallocated fields pattern is a simple way to provide a mechanism for
tenants to extend and customize an application’s data model. However, this approach has
certain limitations. Deciding how many custom fields to provide in a given table involves
making a trade-off. Too few custom fields, and tenants will feel restricted and limited by
the application; too many, and the database becomes sparse and wasteful, with many
unused fields. In extreme cases, both can happen, with some tenants under-using the
custom fields and others demanding even more. One way to avoid these limitations is to
allow customers to extend the data model arbitrarily, storing custom data in a separate
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table and using metadata to define labels and data types for each tenant’s custom fields.34
(See Exhibit 26.)
Exhibit 26: Example of Metadata

Source: http://msdn.microsoft.com/en-us/library/aa479086.aspx.

A multitenant application can serve the needs of multiple organizations, or tenants, by
sharing a single physical instance and version of the application. Tenants using a
multitenant service operate in virtual isolation from one another. Organizations can use
and customize an application as though each had its own instance, yet each
organization’s data and customizations remain secure and insulated from the activity of all
other tenants. The single-application instance effectively morphs at runtime for any
particular tenant at any given time. A multitenant and metadata-driven architectures make
quick deployment and lower risk, rapid innovation possible, which are key attributes of
some of the successful SaaS applications providers.34 Multitenancy is practical only when
the on-demand platform can support applications that are reliable, customizable,
upgradeable, secure, and fast.
A multitenant application inherently must be dynamic, or polymorphic, in nature to fulfill the
requirements of individual tenants and their users. To meet the aforementioned
characteristics and challenges, multitenant application designs have evolved to use a
runtime engine that generates application components from metadata (data about the
application itself). For example, in Force.com’s metadata-driven architecture, there is a
clear separation of the compiled runtime engine (kernel), application data, metadata that
describe the base functionality of an application, and metadata that correspond to each
tenant’s customizations. These distinct boundaries make it possible independently to
update the system kernel, modify the core application, or customize tenant-specific
components, all in real time, with no risk of one update affecting the other components.34
(See Exhibit 27 and Exhibit 28.)
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Exhibit 27: Multitenancy in Force.com

Exhibit 28: Metadata-Driven Architecture in Force.com

Source: architectforce.

Source: architectforce.

In Force.com, when a developer builds a new custom application and defines a custom
table, lays out a data-entry form, or writes some procedural code, Force.com does not
create a table in a database or compile any code. Instead, Force.com simply stores
metadata that the platform’s engine uses to generate the virtual application components at
runtime. When someone wants to modify or customize the application, all that is required
is a simple, nonblocking update to the corresponding metadata. When a user works with
the application, Force.com’s runtime application generator uses metadata to render the
application components in the interface.34 (See Exhibit 29.)
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Exhibit 29: Metadata-Driven Architecture in Force.com

Source: Salesforce.com.

Object-Oriented Programming
What Is Object-Oriented Programming?
Object-oriented programming (OOP) is a programming methodology that focuses on
objects rather than actions or data rather than processes. OOP programs are composed of
self-sufficient modules (objects), which contain all the information needed to manipulate a
data structure.35 With growing prevalence of programming languages (e.g., Ruby, Python,
Perl, Java, C#, Visual Basic, .NET, C++, Objective-C, and Smalltalk), object-oriented
technology has become the approach of choice for new development projects.36
In traditional procedural development models, the programming challenge was seen as
how to write the logic, not how to define the data. Object-oriented programming takes the
view that programmers/developers really care about the objects that they want to
manipulate rather than the logic required to manipulate them. Examples of objects range
from human beings (described by name, address, and so forth) to buildings and floors
(whose properties can be described and managed) down to tiny widgets within an
application (such as buttons and scroll bars).37
The object-oriented approach focuses first on the data items (entities, objects) that are
being manipulated and then describes how system behavior is implemented through the
interaction of the data items. Objects have a many-to-many relationship and are accessed
by and navigable through the use of pointers, which are linked to objects to establish
relationships.38 The emphasis is on characterizing the data items as active entities that
can perform operations on and for themselves. OOP has popularized various
object-oriented concepts, such as abstract data types, polymorphism, and reuse through
inheritance.39
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An object-oriented database is a database model in which information is represented in
the form of objects as used in object-oriented programming. When database capabilities
are combined with object-oriented programming language capabilities to support the
modeling and creation of data as objects, the result is an object-oriented database
management system (ODBMS).40 ODBMS allows object-oriented programmers to develop
products, store them as objects, and replicate or modify existing objects to make new
objects within the ODBMS. Because the database is integrated with the programming
language, the programmer can maintain consistency within one environment, in that both
the ODBMS and the programming language will use the same model of representation.
Relational DBMS projects, by way of contrast, maintain a clearer division between the
database model and the application.41 To be classified as object-oriented, a database
system must address five criteria: persistence, secondary storage management,
concurrency, recovery, and an ad hoc query facility. Furthermore, the DBMS must also
support eight key features: complex objects, object identity, encapsulation, types or
classes, inheritance, overriding combined with late binding, extensibility, and
computational completeness.42
Evolution of Database Models

At high level, database management systems (DBMSs) have historically been of four
types: (1) flat file, (2) hierarchical, (3) relational, and (4) object-oriented.43 (See Exhibit 30
through Exhibit 33.)
■

Flat File: A file structure involving data records that have no structured
interrelationship. A flat file takes up less computer space than a structured file but
requires the database application to know how the data is organized within the file.44
(See Exhibit 30.)

■

Hierarchical: Arising in the 1960s on the mainframe platform, hierarchical databases
(HDBMS) begin with a strictly defined tree of data nodes. Each node can contain
some identifying data and a set of subnodes of a specific child type. The number of
subnodes can vary between sibling nodes at the same level, but the type of all
”cousins” is identical. (See Exhibit 31.)43

■

Relational: Applications typically need persistent data storage, and this persistent
storage more often than not is furnished by a relational database. The now-ubiquitous
relational database model emerged in the 1970s. A relational database consists of a
set of tables, where each table consists of a fixed collection of “columns” (or “fields”).
An indefinite number of “rows” (or “records”) occurs within each table. However, each
row must have a unique primary key, which uniquely identifies that particular bundle of
data.43 Relational database systems (RDBS) and record-oriented systems based on
B-Tree or Indexed Sequential Access Method (ISAM) are the standard systems
currently used in most software developments. Each requires that all data be
portrayed as a series of two-dimensional tables. The relational model defines the
structures, operations, and design principles to be used with these tables.45 (See
Exhibit 32.)

■

Object-Oriented: In the late 1980s and early 1990s, largely because of the growing
popularity of object-oriented programming (OOP), object databases gained a measure
of popularity, especially to model data types that are considered complex (e.g., rich
data, including video, audio, graphs, photos, and computer-aided design).
Object-oriented databases (ODBMS) in some ways go back to the hierarchical model.
Objects in an ODBMS, much like objects in an object-oriented programming language,
are bundles of data and behaviors. In this sense, objects are similar to branch nodes
of an HDBMS, which likewise contain a bundle of child nodes. There are two unique
features of object databases: (1) objects can be heterogeneous, and each contains a
different collection of ”owned” data; and (2) objects can contain some inherent
”intelligence.”43 (See Exhibit 33.)
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Exhibit 30: Example of Flat File Database Model

Exhibit 31: Example of Hierarchical Database Model

Source: U.S. Department of Transportation.

Source: U.S. Department of Transportation.

Exhibit 32: Example of Relational Database Model

Exhibit 33: Example of Object-Oriented Database Model

Source: U.S. Department of Transportation.

Source: U.S. Department of Transportation.

Originally defined by Edgar Codd at IBM Almaden Research Center in 1970, relational
database management systems (RDBMS) became popular and continue to be the
dominant data-storage technique for large-scale systems.43 In comparison, after growing
out of research during the early to mid-1970s into having intrinsic database management
support for graph-structured objects, the term “object-oriented database system” first
appeared in 1985.46 Early commercial products included Gemstone (Servio Logic, name
changed to GemStone Systems), Gbase (Graphael), and Vbase (Ontologic), and
additional commercial products entered the market in the early to mid-1990s.
The relational and object-oriented paradigms differ fundamentally from each other, and as
such, OOP languages, including Java, do not blend seamlessly with relational
databases.47 With the object paradigm, objects are traversed via their relationships,
whereas data is duplicated to join the rows in tables with the relational paradigm.48
Relational database systems are based on two-dimensional tables in which each item
appears as a row. Relationships among the data are expressed by comparing the values
stored in these tables. Languages like SQL allow tables to be combined on the fly to
express relationships among the data. The object model is based on the tight integration
of code and data, flexible data types, hierarchical relationships among data types, and
references.45 This lack of alignment of loading and storing graphs of objects using the
tabular format with rows and columns of a relational database exposes to various
mismatch problems, which are typically referred to as the “object-relational impedance
mismatch.”49
The object-relational impedance mismatch is apparent in each paradigm’s preferred
approach to access; the object paradigm traverses objects via the references they hold to
other objects, whereas the relational paradigm joins the rows of data based on the data
values they hold. The impedance mismatch is also apparent in the way each paradigm
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handles concepts such as type, identity, state, behavior, encapsulation, relations, and
sets.47
Relationships in object schemas are implemented by a combination of references to
objects and operations. In Exhibit 34, for example, the fact that an employee works in a
single division is implemented by the Employee class via the combination of the attribute
division, the getDivision() operation that returns the value of division, and the setDivision()
operation that sets the value of the division attribute. The attribute(s) and operations
required to implement a relationship are often referred to as scaffolding.50
Relationships in relational databases are maintained through the use of foreign keys. A
foreign key is a data attribute(s) that appears in one table that may be part of or is
coincidental with the key of another table. With a one-to-one relationship, the foreign key
must be implemented by one of the tables. In Exhibit 35, the Position table includes
EmployeePOID, a foreign key to the Employee table, to implement the association. The
developer could easily have implemented a PositionPOID column in Employee instead.50
Exhibit 34: Relationships Between Objects

Exhibit 35: Relationships in a Relational Database

Source: Scott W. Ambler, AgileData.

Source: Scott W. Ambler, AgileData.

Why Is Object-Oriented Programming Important?
Competitive business pressures today are increasing the level of complexity that business
software must model and support. Object-oriented architectures are appropriate for
managing complexity (e.g., complex data relationships).51 The object-oriented
programming model also aims to (1) produce reliable software, (2) reduce production cost,
(3) develop reusable software modules, (4) reduce maintenance cost, and (5) quicken the
completion time of software development.52 As such, new distributed applications are
being built more and more on modular, object-oriented architectures, especially in the
context of components (i.e., software components).51
The object-oriented development paradigm has the key advantage of being a more natural
way to model the “real world” of the application domain.51 OOP languages use classes and
objects for representing the concepts of abstraction and encapsulation.52 Objects are
organized into classes of objects, and objects are associated with behaviors. The model is
based on objects, rather than on data and processing.53 (See Exhibit 36.)
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Exhibit 36: Mapping “Real World” Entity to Object-Oriented Programming

“Real World”

Abstraction

Object‐Oriented
CLASS

Properties

Data

Operations

Functions

Entity

Source: Credit Suisse.

Objects in the real world are modeled directly, one to one, in the software. The object
referred to by the end user in the statement of requirements can be the same object
represented in the model of the application in an analysis and design tool, in the software
code, and in the database (if an ODBMSs is used). This one-to-one correspondence
greatly simplifies development throughout the application development lifecycle and
afterwards during ongoing maintenance.51
In today’s complex, rapidly changing world, the object-oriented development paradigm
provides a more flexible, extensible alternative for companies that must act quickly to
match the capabilities of their information systems with the needs of their organizations.51
Therefore, we believe that object-oriented programming remains the most appropriate
development model for today’s dynamic, interactive macroeconomic environment.
Object-Oriented versus Object-Relational Database Management Systems

Object-oriented databases have generally been viewed as a complement, not a
replacement, for relational databases since (at least) 1999.42 In fact, most business
application development projects over the past 10-15 years use object technology (e.g.,
Java or C#) to build the application software and relational databases (e.g., IBM DB2,
Oracle Database, Microsoft SQL Server, MySQL) for persistent data storage.54 However,
the open source community has created a new wave of enthusiasm, which started around
2004, that has been fueling the second growth period for ODBMS installations, which are
widely affordable and easier to use.42
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Exhibit 37: Comparison of Database Management Systems

Support for
object-oriented
programming
Simplicity of use
Simplicity of
development
Extensibility and content

Complex data
relationships
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Distribution, replication,
and federated databases
Product maturity
Legacy people and the
universality of SQL
Software ecosystems

Vendor viability

Object-Relational Mapping
with an RDBMS
Limited mostly to new data types

RDBMS
Poor; programmers spend 25% of
coding time mapping the program
object to the database
Table structures easy to understand;
many end-user tools available
Provides independence of data
from application, good for simple
relationships
None

Same as RDBMS, with some
confusing extensions
Provides independence of data from
application, good for simple
relationships
Limited mostly to new data types

Difficult to model

Somewhat difficult to model

Level of safety varies with vendor,
must be traded off; achieving both
requires extensive testing

Level of safety varies with vendor,
must be traded off; achieving both
requires extensive testing

Extensive

Extensive

Very mature

Mature

Extensive supply of tools and
trained developers
Provided by major
RDBMS companies

Can take advantages of RDBMS
tools and developers
Provided by major
RDBMS companies

Expected for the major established
RDBMS vendors

Expected for the major established
RDBMS vendors

ODBMS
Direct and extensive

OK for programmers; some SQL
access for end users
Objects are a natural way to model;
can accommodate a wide variety of
types and relationships
Can handle arbitrary complexity;
users can write methods and on any
structure
Can handle arbitrary complexity;
users can write methods and on any
structure
Level of safety varies with vendor;
most ODBMSs allow programmers
to extend DBMS functionality by
defining new classes
Varies with vendor; a few provide
extensive support
Relatively mature
SQL accommodated but intended
for object-oriented programmers
ODBMS vendors are beginning to
emulate RDBMS vendors, but none
offers large markets to other ISVs
Less of an issue than in the past

Source: IDC, Credit Suisse.

The object paradigm is based on software engineering principles such as coupling,
cohesion, and encapsulation, whereas the relational paradigm is based on mathematical
principles, particularly those of set theory. The two different theoretical foundations lead to
different strengths and weaknesses.48
■

Object-Oriented: In the 1990s, ODBMSs were originally thought of as a replacement
for RDBMSs because of their better fit with object-oriented programming languages,
which have continued to grow in popularity.42 Specifically, pure ODBMSs extend the
semantics of object programming languages to provide full-featured database
programming capabilities and add the concept of persistence to object programming
languages, while retaining native language compatibility. A major benefit of this
approach is the unification of the application and database development into a
seamless data model and language environment.55 The result is a high level of
congruence between the data model for the application and the data model of the
database, resulting in less code (approximately 25% to 35% less than a pure relational
model), more natural data structures, and better maintainability and reusability of
code,51 allowing object developers to write complete database applications with a
modest amount of additional effort.55
Another benefit of utilizing an ODBMS in conjunction with object-oriented
programming languages is speed. An ODBMS is faster than a relational RDBMS
because data is not stored in relational rows and columns but as objects. Objects have
a many-to-many relationship and are accessed by the use of pointers. Pointers are
linked to objects to establish relationships. Another benefit of ODBMS is that it can be
programmed with small procedural differences without affecting the entire system.
This is most helpful for those organizations that have data relationships that are not
entirely clear or need to change these relations to satisfy the new business
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requirements.40 However, one disadvantage is that every time a new attribute is added
anywhere in the class hierarchy, a new attribute must be added to the table.48
In contrast to a relational DBMS where a complex data structure must be flattened out
to fit into tables or joined together from those tables to form the data structure,
object-oriented DBMSs have no performance overhead to store or retrieve a web or
hierarchy of interrelated objects. This one-to-one mapping of object programming
language objects to database objects has two benefits over other storage approaches:
(1) higher-performance management of objects and (2) better management of the
complex interrelationships between objects. As such, ODBMSs have typically
supported applications that maintain complex relationships between data, including
financial portfolio risk analysis systems, telecommunications service applications, Web
document structures, design and manufacturing systems, and hospital patient record
systems.55
Furthermore, despite the dominance of the relational database, as more and more
applications are implemented in these object-oriented or object-based architectures,
application developers are increasingly attracted to high-performance storage
mechanisms that are fundamentally compatible with the object model. Hence, interest
for object-oriented database management systems (ODBMSs), which are defined and
implemented explicitly to provide efficient storage for object-oriented applications, has
also increased.51
In the end, a pure object model to represent the data, relationships, and logic for an
entire system means that data, relationships, and logic can be changed (as business
changes) more easily and cost-effectively as compared with the object-relational
model. In a typical relational model, data is defined in the data model but is referred to
all over the application logic layer. Processes are defined as a series of steps in the
logic layer, but each step references all the data and relationship information needed
from the data layer. As such, complex relational models (with somewhat fixed
relationships between the logic layer and the data layer) rely on SQL processing or
object-relational mapping of relationships between key business objects, business
processes, and business logic, which not only increase the cost of and time to develop
(as well as the quantity of code needed) applications but also increase the difficulty of
making changes to data definitions, relationships, and processes.56
In comparison, object database management systems are inherently extensible
because the classes defined in the application can optionally be definitions of new
persistent types. New classes may be added by users, with full DBMS functionality for
persistent instances of those classes. At the most basic level, ODBMSs can handle
arbitrary complexity, allowing users to write methods on any structure.51 Therefore, a
pure object-oriented approach to modeling logic and data coupled with XML
processing in a peer-to-peer SOA architecture can dramatically reduce the time and
cost associated with application development. Furthermore, encapsulating the data
and the logic within an object model (as opposed to tying them across a relational
model) enables data, relationships, and logic to be changed more easily and cost
effectively.56
■

Object-Relational: In the mid-1990s, many popular RDBMSs (e.g., IBM DB2, Oracle
Database, and Microsoft SQL Server) began to incorporate hybrid
object-relational mapping features.43 Because the relational and the object-oriented
paradigms are fundamentally different from each other, all applications written in an
object-oriented programming (OOP) language that use a relational database must
include some sort of object-relational (OR) mapping code, or an object-relational
framework, which is a software layer that does the OR mapping automatically and
replaces the handcrafted code that a developer would normally have to write by hand
to bridge the gap between object-oriented code and relational databases.47 (See
Exhibit 38 and Exhibit 39.)
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Exhibit 38: Object-Relational Mapping Code

Exhibit 39: Object-Relational Mapping Framework

Source: Gartner, Red Hat.

Source: Gartner, Red Hat.

As an evolutionary technology, the object-relational (OR) approach has inherited the
robust transaction- and performance-management features of traditional RDBMSs
and some of the flexibility of object-oriented DBMSs. Database designers can work
with familiar tabular structures and data definition languages (DDLs) while assimilating
new object-management possibilities.55
Exhibit 40: Example of Object-Relational Mapping (ORM)

Source: http://software-carpentry.org/3_0/summary.html.

Relational database systems are good for managing large amounts of data, whereas
object-oriented programming languages are good at expressing complex relationships
among objects. Relational database systems are good for data retrieval but provide
little support for data manipulation; object-oriented programming languages are
excellent at data manipulation but provide suboptimal or no support for data
persistence and retrieval. Combining the unique attributes of the two would enable the
management of large amounts of data with complex relationships.45 Using an
object-relational mapping allows developers cleanly to apply object-oriented design,
analysis, and programming techniques while hiding the specifics of dealing with the
relational database system.57
Furthermore, relational databases, with their tabular, row-and-column metaphor,
provide a simple, easy-to-learn user interface. The RDBMS vendors and their partners
provide a plethora of tools that hide the SQL from the user and generate queries in the
background. Tools of this type are much less prevalent with the object-oriented
database products. In addition, more mature RDBMS products have been fine tuned
for optimized performance over the past several decades and provide a rich set of
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functionality, including support of advanced features like parallel processing,
replication, high availability, security, and distribution.51
Despite the many advantages of the object-relational (OR) approach, ODBMSs
provide more structures for modeling more complex data and free-standing functions
but lack the fundamental object requirement of encapsulation of operations with data.
ODBMSs also have limited support for relationships, identity, inheritance,
polymorphism, composition, extensibility, creating user-defined persistent classes,
and integration with host object languages. For an object-oriented application
involving complex data relationships to work with a relational or object-relational
database, code must be written to map the complex object structure into the simple
storage model of the relational database. At runtime, similar performance penalties
are paid, moving data between the database and the running application.51
Despite the many advantages of a pure object-oriented development paradigm, when
one investigates the general acceptance of object-oriented systems in the commercial
marketplace, although many managers would like to utilize an object technology
approach, finding qualified programmers and DBAs in object-oriented methods
remains more challenging than the object-relational (OR) approach.53
Ultimately, the high switching costs, the inclusion of object-oriented features in existing,
enterprise-class RDBMSs, and the emergence of object-relational mappers (ORM), which,
in effect, create a virtual object database that can be used from within the programming
language,58 have (and should continue to) enable(d) the RDBMS successfully to defend its
dominance in the data center for server-side persistence.42 However, although we
anticipate that relational databases will remain the most popular persistence mechanism to
store data for the foreseeable future, we expect the object-oriented programming model
and ODBMSs to become increasingly popular for building complex applications,
particularly for on-demand applications (e.g., Workday).49

Cloud
What Is Cloud?
“The cloud” or “cloud computing” are widely used catchphrases that describe a new
architectural paradigm in information technology (IT). At its core, the concept of cloud
computing describes an emerging delivery model for computing services and IT-enabled
services (including software, hardware, infrastructure, and services), delivered to
customers using Internet and scales automatically based on demand. In contrast to the
traditional on-premise computing paradigm, the cloud model promotes availability, capital
and operating efficiency and enables ISVs or enterprises to focus on core business
differentiation. (See Exhibit 41.)
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Exhibit 41: On-Premise vs. On-Demand Development and Deployment Models

Source: Microsoft.

Cloud computing, in our opinion, refers to a much broader concept that encompasses all
of these concepts, and cloud deployment models fall into three service categories based
on how many of the varying layers of the traditional, on-premise computing stack are
delivered and managed as a service by a third-party provider: (1) Software-as-a-service
(SaaS) providers, which provide software applications-as-a-Service on the Internet; (2)
platform-as-a-service (PaaS) providers that give developers the tools to build and host
Web applications; and (3) infrastructure-as-a-service (IaaS) providers that offer Webbased access to storage and computing power. (See Exhibit 42.)
Exhibit 42: On-Premise vs. Three Service Models for Cloud Computing (SaaS/PaaS/IaaS)

Source: Microsoft, Credit Suisse.
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Cloud computing is composed of three service models based on how many of the varying
layers of the computing stack are delivered and managed by a third-party provider:
■

Software-as-a-Service (SaaS): A vendor hosts an application and takes responsibility
for that application’s availability and performance in a SaaS model,59 and these
applications are accessible from various client devices through a thin interface such as
a Web browser.60 The user does not manage or control the underlying cloud
infrastructure, including network, servers, operating systems, storage, or even
individual application capabilities, with the possible exception of limited user-specific
application configuration settings.61

■

Platform-as-a-Service (PaaS): In a PaaS architecture, customers deploy applications
(either designed by the consumer or purchased from a third party) that use
programming languages, platform, and tools supported by the provider onto that
provider’s cloud infrastructure. The customer does not manage or control the
underlying cloud infrastructure, including network, servers, operating systems, or
storage, but has control over the deployed applications.61 The provider maintains the
storage, database, middleware, message queue, and/or the hosting environment for
virtual machines.62 For example, Google App Engine provide APIs and functionality for
developers to build Web applications that leverage its mapping, calendar, and
spreadsheets, or draw from YouTube and other services.

■

Infrastructure-as-a-Service (IaaS): Cloud vendors providing IaaS generally deliver
building blocks available over the Internet that developers can use to construct their
own higher-level services.59 Customers are provisioned processing, storage, networks,
and other fundamental computing resources by the provider where the consumer is
able to deploy and run arbitrary software, which can include operating systems and
applications.61 Essentially, the provider maintains the storage, database, and the
hosting environment for virtual machines. The customer uses that service as if it were
a disk drive, database, message queue, or machine, but they cannot access the
infrastructure that hosts it.62 While they do not manage or control the underlying cloud
infrastructure, consumers have control over operating systems, storage, deployed
applications.61 The basic idea is for providers to rent their data center capacity to
outside clients in exchange for an hourly or capacity-driven fee. For example,
Amazon’s Elastic Compute Cloud (EC2) enables customers to run software programs
directly on Amazon’s system (i.e., using Amazon’s computers as if they were their
own).63 Developers can upload their traditional software stack and run their
applications on Amazon’s infrastructure.

Why Is Cloud Important?
The scale of emerging cloud computing build-outs has been unprecedented, whether in
terms of the computational power or database capability or storage or development
platform or software application, as each of these components are important IT capabilities
that customers need or currently have built in their on-premise IT environment.
One can view the impact of the introduction of Ethernet in 1980 and the proliferation of
LAN networking over the course of the next decade, which propelled the shift from
mainframes and minicomputers to the client/server architecture, as analogous to the rise
of the Internet as the new platform for ubiquitous connectivity. At that time, as PCs
became more powerful, technologists began looking for ways to improve their
performance by connecting computers together, leading to the introduction of Ethernet.
Ethernet allowed PCs to be connected together, and soon the notion of networking the PC
(client) to a host (server) was born, resulting in the rise of the client/server platform
architecture, which encouraged openness and commoditized hardware and software and
gave rise to the idea that a client could be anywhere (i.e., the front-end client device no
longer had to be in the same building or even the same state as the host server).11 The
client/server architecture provided a significant step in the availability of new applications
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and user experiences that are still commonplace today. However, the reduced cost of
processing power and the ease of deployment of additional servers and client devices
eventually led to a very distributed computing architecture that resulted in significant
complexity in managing these systems.64
The introduction of distributed computing substantially reduced the cost of computing and
led to the “network as the computer” paradigm, enabled the client server software
architecture model, which increased user flexibility, lowered the total cost of ownership
(TCO) of IT, and improved business productivity. By connecting disparate networks via the
Internet or subnets via the corporate LAN, TCP/IP provided a standardized communication
protocol to leverage distributed data and processors.64
One important characteristic of the distributed computing environment was that all of the
major operating systems were available on small, low-cost servers, meaning that it was
easy for various corporate groups to purchase servers outside the control of the traditional,
centralized IT environment. As a result, applications often just appeared without following
any of the standard development processes. Engineers programmed applications on their
desktop workstations and used them for what later proved to be mission-critical or
revenue-sensitive purposes. As they shared applications with others in their departments,
their workstations became servers that served many people.64 While this distributed
environment provided great freedom of computing, the costs of this paradigm (particularly
management costs) soon began to outweigh the benefits. As a result, over the last several
years, the industry has seen a major trend toward consolidation.
In the 1990s, the concept of virtualization was expanded beyond virtual servers to higher
levels of abstraction: first the virtual platform and then the virtual application. Utility
computing offered clusters as virtual platforms for computing with a pay-per-use business
model. While utility computing uses the similar idea of accessing computing power over
the Internet, the core concept of utility computing is the delivery of computing resources,
such as computation and storage, as a metered service similar to a traditional public utility
services. With users demanding faster response times and management demanding lower
costs, IT needs a better strategy. Cloud computing is a new approach that reduces IT
complexity by leveraging the efficient pooling of on-demand, self-managed virtual
infrastructure, consumed as a service. (See Exhibit 43.)
Exhibit 43: Private, Public, and Hybrid Cloud Deployment Models

Source: Oracle.

The Apps Revolution Manifesto —Volume 1: The Technologies

45

29 March 2012

Out of three aforementioned components of cloud computing, SaaS and PaaS are more
relevant from an application modernization perspective. SaaS enables the delivery of
applications from ISVs via the Web to the end users, and PaaS enables the development
platform to build and extend applications.
Software-as-a-Service (SaaS)

On-demand or software-as-a-service (SaaS) is an emerging trend that has transformed
the software industry since the emergence of the Internet. Business software customers
had historically been confined by the complexity, cost, and inflexibility of traditional
on-premise software. However, growth and interest in consumer Internet in the late 1990s
has influenced a change in the architecture, delivery, and business model of enterprise
applications. (See Exhibit 44.)
Exhibit 44: Enterprise Application Market by Segment and Deployment Model
US$ in millions, unless otherwise stated
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2,769

On-premise

9,160
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11,743

12,339
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13,438
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4.6%

Content, Communications, & Collaboration

5,918

6,462

7,281

8,127

9,154

10,320

11,634

13,101

12.5%

On-demand

2,402
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3,244

3,837
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5,416

6,332

7,369

17.8%

On-premise

3,516

3,703
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4,290

4,543

4,904
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7.3%
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Enterprise Resource Planning
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1,949
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7,820

6.6%
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1,889
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On-demand
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21.4%
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1,073

1,156

1,188

1,266

1,331

1,428

1,480

1,535

5.3%
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8,352
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1,276

1,581

1,944
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3,233

20.4%
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Total
-- % year-over-year growth

5,346

5,758

6,337

6,771

7,197

7,635

8,058

8,465

6.0%

$51,857

$56,832

$63,261

$68,419

$74,289

$80,686

$87,463

$94,778

8.4%

-1.1%

9.6%

11.3%

8.2%

8.6%

8.6%

8.4%

8.4%

On-demand

6,927

8,817
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12,986

15,392

18,033

21,061

24,449

-- % of total

13.4%

15.5%

17.2%

19.0%

20.7%

22.3%

24.1%

25.8%

-- % year-over-year growth

17.5%

27.3%

23.3%

19.5%

18.5%

17.2%

16.8%

16.1%

On-premise

44,930

48,015

52,390

55,433

58,897

62,653

66,402

70,329

-- % of total

86.6%

84.5%

82.8%

81.0%

79.3%

77.7%

75.9%

74.2%

-- % year-over-year growth

-3.5%

6.9%

9.1%

5.8%

6.3%

6.4%

6.0%

5.9%

17.6%

6.1%

Source: Gartner, IDC, Credit Suisse.

Since the early 2000s, the rise of software-as-a-service is fundamentally changing the
rules of software, and SaaS has become a disruptive trend to the traditional software
business model. This revolution is rooted in a fundamental business transformation in how
technology is licensed, delivered, and deployed. With the emergence of cloud computing
in the late 2000s, platform-as-a-service (PaaS) has become popular to provide a
development platform for enterprise applications and further extends the value of SaaS
applications.
The software industry is increasingly embracing cloud computing as a development and
deployment platform for enterprise applications. Given that SOA is the foundation for cloud
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applications, cloud computing combined with SOA and new-generation application
architectures represent core technology trends in application modernization. Enterprise
application vendors (e.g., Salesforce.com, SuccessFactors, and NetSuite) have started
adopting software-as-a-service (SaaS) as a deployment model since early the 2000s.
Although the initial phase adoption of the SaaS model was limited to a few niche
applications in the CRM and HR segments, we believe that SaaS has successfully
overcome the initial hurdle to establish the segment as a viable alternative to the
traditional, on-premise software license model. Although certain components of cloud
computing (e.g., platform-as-a-service) are relatively new, SaaS has officially evolved into
a proven delivery model for enterprise applications and large application vendors (e.g.,
Oracle and SAP) have now embraced the cloud to deploy their applications. We now
believe that SaaS/cloud applications are entering the second phase of the model’s growth
story in which SaaS will deepen its penetration into all fronts of enterprise applications
across all segments.
SaaS is defined as software applications delivered on the Web and managed by the
vendor or service providers. Unlike the license model, customers do not pay an upfront
license and ongoing maintenance support fees; rather, these organizations pay a monthly,
quarterly, or annual subscription fee as they continue using the service. Although SaaS
vendors have adopted various revenue models, such as revenue based on ratable
subscriptions or more variable transactions, customers find the SaaS model cost effective
relative tom the traditional license-based model, which incurs substantial upfront costs in
both software license and hardware acquisition.
Within the marketplace, customers are increasingly looking to adopt on-demand solutions
rather than traditional software products. The rapid increase of SaaS revenue growth
compared with the traditional license-based revenue model is a clear manifestation of this
trend. SaaS has radically changed how software is delivered and used by the customers.
In fact, SaaS has become so successful in challenging the traditional model that large
software vendors (e.g., Microsoft, SAP, and Oracle) have now embraced SaaS as an
alternative business model to augment their traditional licensed approach.
Exhibit 45: “What Are Your Firm’s Plans to Complement or Replace Applications with
SaaS Now and Within Two Years?”

Source: Forrester.

Some of the key growth drivers for on-demand applications are strong growth in the SMB
market, increasing adoption of SaaS by large enterprises, the need to increase employee
productivity, constrained IT budgets, growth in bandwidth availability, and the continuing
trend toward consumer-focused Internet applications.
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While SaaS brings significant benefit to both customers and vendors, integration (and the
challenges stemming from integrating SaaS solutions with existing IT assets) is the
number one reason why companies are transitioning back to on-premises solutions after
having tried SaaS, according to Gartner. In a recent survey of 270 organizations, 56% of
respondents cited the unexpected challenges and costs of integration as the reason why
they were transitioning back to on-premise solutions.65
SOA addresses many of the integration challenges for SaaS applications. We believe that
the on-demand software market benefits from service-oriented architectures (SOA). Major
application vendors are now redesigning their applications to adopt SOA. For example,
Oracle launched Oracle Fusion Applications, the company’s latest suite of applications
that were entirely designed and developed using service-oriented architecture, in late 2011.
When customers look to invest in migration of those complex, legacy applications, the
opportunity arises for those customers to evaluate SaaS as an alternative. SOA
technology now enables easier integration between on-demand and on-premise
applications, benefiting customers who can now uptake on-demand CRM applications yet
still integrate these SaaS offerings into their on-premise back-office applications (e.g.,
ERP). In fact, Oracle offers a SOA-based Application Integration Architecture (AIA) pack
that integrates a hosted version of Oracle Fusion Applications with Oracle’s on-premise
applications. Similarly, Salesforce.com through Force.com Connect provides Web services
integration with third-party enterprise applications or systems.
Exhibit 46: Example of Cloud Integration at Oracle

Source: Oracle.

The SaaS business model benefits both customers and vendors. From a customer
perspective, some of the factors driving SaaS adoption include lower up-front capital
investment, lower total cost of ownership, rapid deployment, ease of use, and reduced IT
management responsibility. SaaS implementation virtually eliminates internal IT pain for
customers, as internal IT personnel do not have to worry about installation, integration,
and maintenance of third-party software. In addition, customers favor the vendor
accountability in the on-demand model, as SaaS providers have to ensure the
performance and availability of the software or else risk losing that customer, given the
lower barriers to exit than traditional on-premise software.
While SaaS continues to gain traction in certain segments of the enterprise application
market (e.g., CRM, HCM), many customers still prefer to implement or continue to use onpremise applications for the ERP systems in particular. With the increased adoption of
SaaS, many vendors now offer best-of-breed applications, which are delivered in the cloud.
Some of the offerings augment the existing deployment of enterprise applications and
deliver tighter integration with the existing applications. For example, a SaaS version of a
performance management application can integrate with an incentive compensation
application. SaaS providers have embraced SOA, which enables the integration between
two cloud applications and hides the complexity of the underlying architecture of each
application. In comparison, many best-of-breed Web-based applications (e.g., i2, Siebel,
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Epiphany, Vantive) emerged in the late 1990s and were tightly integrated with the backend applications via enterprise application integration (EAI) tools. Going forward, we
expect customers to adopt a hybrid applications environment, which will be composed of
existing on-premise applications and multiple niche/best-of-breed applications delivered
on-demand and on-premise. While the adoption of a hybrid on-premise/on-demand
architecture increases the complexity of the application environment, we expect SOA to
play a key role to integrate these disparate applications together. (See Exhibit 47.)
Exhibit 47: Hybrid Cloud Complexity and Simplicity

Source: Gartner.

While customers enjoy many economic benefits from on-demand applications
implementation, significant benefits also occur to the supply side, which motivate vendors
to offer SaaS-based applications. Over the last few years, many new SaaS vendors have
emerged, a scenario that would not have been possible with the traditional license-based
model. One of the benefits to vendors is less software complexity, given that vendors have
to support fewer operating systems, hardware, database, and application infrastructures.
Another advantage is lower development cost, which leads to better profitability. Unlike
on-premise vendors, SaaS providers only manage a single version of the code line. In
addition, on-demand vendors are not exposed to the cost of delivering and managing
patches and upgrades, which eliminates the need to maintain backward compatibility for
older code, thereby enabling R&D to focus more on bringing innovation at a faster rate
than traditional vendors. Because of the single code line and hosted environment, SaaS
vendors can now deliver multiple product releases in shorter durations without affecting
customers during upgrade, while on-premises vendors typically conform to an 18-month
release cycle followed by complex customer upgrades.
Over the next five years, the market for on-demand software and services will continue to
grow at a rapid pace as more companies launch on-demand offerings, and SaaS will
account for an increasingly larger percentage of the total application and software market,
we believe. Although enterprises could slow down their software spending due to sluggish
economic conditions, the desire simultaneously to grow business opportunities and to
contain costs could accelerate SaaS adoption in appropriate software markets as
companies look for shorter-term, more flexible options.
Platform-as-a-Service (PaaS)

The increasing adoption of SaaS has given rise to a new model in the on-demand
paradigm, called platform-as-a-service (PaaS). PaaS provides the necessary technology
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and platform that will allow application developers to build on-demand applications and
deploy them as services. In most cases, SaaS application vendors currently develop
software applications over proprietary platforms, using their own hardware, software, and
necessary infrastructure, and then deploying those applications as services to customers.
Conversely, PaaS delivers development platforms as services on the Web to the
application developers to develop, integrate, and deploy on-demand applications.
Application developers include IT developers who build internal applications for corporate
systems and independent software vendors (ISVs) who build and extend on-demand
applications and sell them as services to customers. These developers traditionally
needed to purchase, install, integrate, test, and maintain complex software and hardware
infrastructures to develop their applications. Such processes and infrastructures are
expensive and resource intensive to maintain. However, developers can now rely on
unified, hosted platforms to offer on-demand applications rather than purchasing a rack of
servers and a software stack to run applications, a scenario that helps small application
vendors to get off the ground without the need for a large capital investment. In addition,
PaaS enables developers to focus on their core expertise to build higher levels of
functionality without worrying about maintenance of underlying technology and
infrastructure.
While adoption of PaaS has lagged behind SaaS, we agree with Gartner’s assessment
that the PaaS market will undergo significant shifts in the coming years, evolving the
traditional vendor landscape of most infrastructure and middleware software segments,
particularly in the application development, application infrastructure, and middleware
market.66 Initial PaaS products primarily supported application server capability, but the
market has since expanded to encompass other middleware capabilities as a service (e.g.,
integration, process management, portal, governance, and managed file transfer). We
believe that PaaS offerings are increasingly set to take market share from the low end of
the on-premises portal, application server, and business process management (BPM)
markets.66 However, as the technology matures, PaaS offerings will also challenge the
upper layers of the on-premises application infrastructure market.
The PaaS market is forecast to grow from $512 million in 2010 to $1.8 billion in 2015,
representing a compounded annual growth rate of 27.9%.66 (See Exhibit 48.)
Exhibit 48: PaaS Market Forecast by Segment
US$ in millions, unless otherwise stated
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47.9
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$707.4

$927.3

$1,179.6

$1,463.8

$1,755.7

27.9%

Total
Source: Gartner.

While SaaS and IaaS are markets in which the vendor landscape is already defined, PaaS
is still defining itself, and several large vendors (e.g., Oracle) that have announced their
intentions to offer PaaS but have not yet brought any significant PaaS services to the
market.67 Many vendors plan to re-engineer their on-premise platforms to be used as
PaaS (e.g., Microsoft with Windows Azure and Tibco with Silver), while some SaaS
players (e.g., Salesforce.com and Google) offer PaaS services exclusively in the cloud.
PaaS capabilities may be offered by a SaaS provider as PaaS features of the SaaS
solution (e.g., NetSuite) or as a separately available platform (e.g., Force.com).67 In fact,
interest within the SaaS user base for PaaS capability is accelerating rapidly. To gauge
the growing interest in PaaS, Gartner recently performed a survey asking respondents to
indicate the importance of the vendor’s ability to provide PaaS capability when selecting a
SaaS provider. More than 85% of respondents indicated that PaaS capabilities were either
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a requirement or had some degree of importance when selecting a SaaS provider.67 (See
Exhibit 49.)
Exhibit 49: “What Is the Importance of Having a PaaS Offering When Selecting a SaaS
Provider?”
Not important
14%

Requirement
16%

Somewhat important
27%

Very important
43%

Source: Gartner.

A platform-as-a-service offering provides developer-accessible services for creating
applications. PaaS is the next higher level of abstraction above infrastructure-as-a-service,
in which not only do the technical infrastructure resources but also essential application
infrastructure services (e.g., computation, messaging, structured data persistence,
connectivity, access control) form a part of the service offering. (See Exhibit 50.)
Exhibit 50: Platform-as-a-Service Paradigm

Source: Burton Group.

For example, in the local, on-premises Windows environment, an application platform
includes technologies such as the .NET Framework, SQL Server, Windows Server, and
more. A PaaS environment supplies development and runtime frameworks to support
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presentation, business logic, data access, and communication capabilities, and
platform-as-a-service platforms also allow applications to exploit the cloud. The PaaS
environment must additionally supply supporting infrastructure capabilities (e.g.,
authentication, authorization, session management, transaction integrity, reliability,
availability, and scalability), many of which are essentially replicated on-premise
functionality shifted to cloud platform.
In addition, a PaaS environment typically provides development tools for working the
supplied frameworks. Applications and services developed using these frameworks may
be expressed as executable code, scripts, or metadata. In some cases, the development
tools are hosted by the PaaS provider. In other cases, the development tools are supplied
as a downloadable integrated development environment (IDE) that can be integrated with
an organization’s traditional software development lifecycle (SDLC) infrastructure.68
Web-based user interface creation tools typically provide some level of support to simplify
the creation of user interfaces, based either on common standards (e.g., HTML and
JavaScript) or on other, proprietary technologies.
Because
platform-as-a-service
is
higher
level
of
abstraction
than
infrastructure-as-a-service, users have lesser control and flexibility in terms of defining the
underlying IT configuration. The IT department procures the underlying PaaS service and
then is responsible for building and maintaining any additional software necessary.
However, there is lesser administration and licensing overheads when compared with IaaS.
Moreover, PaaS consumers are not responsible to upgrade systems or apply patches on
the platform, which would be completely managed and automated behind the scenes by
the PaaS providers.69 Therefore, when enterprises write their applications to run over a
PaaS provider’s software platform, the elasticity and scalability are guaranteed
transparently by the PaaS platform.
Unlike the IaaS model, in which developers may create a specific operating system
instance with homegrown applications running, PaaS developers are concerned only with
application development and deployment and are less concerned about the underlying
technology. PaaS providers further abstract away complexity, including resource
configuration and operating system management, enabling developers to focus on
high-level management of the application akin to controlling a car’s steering wheel and gas
pedal versus worrying about how the car’s engine is installed and maintained. Developers
can simply run their code and not worry about the underlying supporting stack of hardware,
software, and networking. In other words, with PaaS, developers no longer need to have
operations know-how, which is a compelling attribute as the pool of less technical
developers expands.70 Certain PaaS offerings even enable corporate IT developers and
ISVs to leverage the benefits of a multitenant platform for developing new applications. In
essence, platform-as-a-service allows developers to build applications with a browser and
an Internet connection, just as Software-as-a-Service allows users to use applications
through a Web browser (but without installing and maintaining the underlying software and
hardware infrastructure).
Another characteristic is the integration with Web services and databases. Support for
Simple Object Access Protocol (SOAP) and other interfaces allows PaaS offerings to
create combinations of Web services (i.e., mashups) as well as having the ability to
access databases and reuse services maintained inside private networks. The ability to
form and share code with ad-hoc, predefined, or distributed teams greatly enhances the
productivity of PaaS offerings. Integrated PaaS offerings provide an opportunity for
developers to have much greater insight into the inner workings of their applications and
the behavior of their users by implementing dashboard-like tools to view the inner
workings based on measurements such as performance, number of concurrent accesses,
etc. Some PaaS offerings leverage this instrumentation to enable pay-per-use billing
models.71
In addition to significant flexibility and simplicity, PaaS services allow users to focus on
innovation rather than complex infrastructure. Organizations can redirect a significant
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portion of their budgets to creating applications that provide real business value instead of
worrying about all the infrastructure issues in a “roll-your-own” delivery model. The PaaS
model could thus drive a new era of application innovation, as developers around the
world can access computing power without the need to build out their own data center
infrastructure. Anyone with an Internet connection can build powerful applications and
easily deploy them to users globally.71 Another major advantage of PaaS is the ability for a
CIO to provide a consolidated store for development. In many organizations, small
departmental solutions, such as access databases, Excel solutions, etc., are deployed
under the radar of the CIO and the IT department. In addition, many IT departments are
simply unable to service the seemingly never-ending number of business requests. By
providing a development service in which costs can be controlled and managed, an IT
department can provide the organization with a development environment that can then be
monitored and controlled.72 The PaaS computing paradigm could ultimately offer a faster,
more cost-effective model for application development and delivery.

Inter-Cloud
What Is Inter-Cloud?
Volatile global market conditions and customer demand variability require optimal supply
chain configurations to synchronize supply and demand.73 In a process
outsourcing-intensive environment, staying informed and in control of every stage of their
supply chains has become increasingly challenging for enterprises, as responsibilities
have been spread through a increasingly expansive network of business partners.74 As the
number of supply chain partners increases, the need for accurate, time-sensitive
information becomes more acute.73 However, lack of not only visibility into the myriad
information sources but also collaboration and integration between supply chain and
product development partners inhibits supply chain response to these unpredictable
swings.73
To synchronize supply and demand actions, notifications, and signals, enterprises are
focused on improving demand management and forecasting by taking S&OP beyond the
four walls of the enterprise. Not only are manufacturers looking to build consensus from
sales and marketing through operations, integrating sales statistics with operational
planning, but they are also moving toward networked S&OP. Companies are increasingly
willing and interested in sharing forecasts, production, supply, and replenishment plans
with key suppliers and service providers to help make sure that all are on the same page.
Furthermore, these enterprises have placed increased emphasis on getting customer and
channel input into the S&OP process, reinvigorating their efforts to refine, and align their
plans versus actual conditions with market analytics and insights and actual customer
demand information.73
Despite these business demands, existing technologies cannot be relied upon to enable
connectivity between trading partners due to the costs and the lack of technology maturity
at trading partners.74 For example, electronic data interchange (EDI), a technology
concept that has been around since the 1960s that originally focused on replacing paper
documents (e.g., invoices or purchase orders) with electronic ones, relates to the
structured transmission of data between organizations by electronic means. EDI offers the
prospect of easy and cheap communication of structured information throughout the
corporate community.75 However, beginning in the late 1990s with the emergence of the
Internet, B2B exchanges began to overshadow EDI. B2B exchanges reap the benefits of
EDI by using the Internet as the infrastructure to conduct business, thereby eliminating the
need to add point-to-point links to new trading partners and broadening potential partners
to anyone in the world.76 As such, EDI is today conducted mainly over the Internet and
employs a combination of mediated and point-to-point communications based on standard
transports (e.g., secure AS2 or FTP).77
During the dot-com boom, new companies flooded the business-to-business exchange
market, eventually leading to a shake-out that reduced the number of B2B exchanges from
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more than 1,500 in 2001 to less than 200 by 2003.78 In fact, Mohanbir Sawhney penned a
eulogy in CIO magazine in 2002, writing, “Just two years ago, business-to-business
trading exchanges were the rage. Experts, including myself, waxed eloquent about the
potential of B2B exchanges to act as hubs, connecting buyers and sellers in electronic
marketplaces. Of course, we were all very wrong. Now, most B2B exchanges are either
dead or on life support. However, it’s not the concept of the exchange that is flawed but
the execution of that concept.” Despite the magnificent flameout of the B2B exchange
industry in the early 2000s, the idea of using the Internet to mediate commerce between
companies endured. In fact, Ariba survived to introduce a cloud-based version, the Ariba
Commerce Cloud, and IBM acquired Sterling Commerce for $1.4 billion in May 2010.79
With the growing need for more balanced and demand-supply processes, EDI is evolving
again from the batch processing of standard syntax documents, implemented with basic
mapping tools, to a range of services that require the ability to integrate partners,
applications, services, data, and cloud resources, in combination, using a variety of
document types, communication mechanisms, and collaboration models.77 Specifically, a
new generation of cloud-based business network technologies promises to power a new
class of applications that require many-to-many connections between companies and
support multiparty collaboration or multitier visibility.13 Enabling visibility and promoting
collaboration within integrated demand-supply networks, we believe an inter-cloud
environment can provide companies with a competitive advantage in areas that require
multienterprise collaboration, including B2B integration and customer/supplier
collaboration.74
Why Is Inter-Cloud Important?
“Inter-cloud” or “integration-platform-as-a-service” are terms that describe the technologies
that deliver a hybrid combination of integration, governance, security, and other
interoperability capabilities delivered in the cloud to link applications, SOA services, and
cloud services, enabling customers, partners, and other third parties to build this new class
of applications, all of which reinforce one another synergistically because they run on a
common business network foundation.13,80 Examples of these include supplier
collaboration, marketing collaboration, product traceability, and supplier sustainability.13
Although many of these underlying technologies have been available for a while,
enterprises have begun to overcome their initial wariness toward cloud-based solutions
relatively recently. In addition to the technology drivers, security and data privacy are key
topics in business networks in which competing companies are participants.13 For
example, one of the greatest challenges faced by companies in a global market is
interoperability, and old Internet exchanges often required valued-added networks (VAN),
running specialized protocols, namely electronic data interchange (EDI), which specified
particular data structures, formats, and syntax on both ends of the transaction.79
Specifically, with the extension of supply chains on both the sell side and buy side
resulting in a corresponding increase in the number of trading partners, relying only on EDI
to enable connectivity between trading partners is problematic due to the costs and lack of
technology maturity at trading partners.74 In comparison, cloud-based collaboration
platform can ensure interoperability by managing the complexities of message formats,
protocols, APIs, and network interconnectivity, significantly reducing costs while providing
secure, reliable communications. In addition to state-of-the-art mapping, routing,
translation (e.g., EDI/XML translation), and network interconnectivity to drive real-time,
secure, reliable B2B communications, many cloud-based B2B network solutions offer
machine-to-machine options, managed file transfer, WebEDI, and .csv document-to-EDI
options.81
Cloud-based B2B exchanges can ensure interoperability by managing the complexities of
message formats, protocols, APIs, and network interconnectivity.81 Therefore, since each
company has different needs, an inter-cloud platform must deliver a wide variety of B2B
messaging options (e.g., Internet, private network industry networks) to connect people
and systems across organizational and geographic boundaries.81 For example,
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machine-to-machine exchanges require sophisticated, tightly integrated EDI functionality
(e.g., advanced document routing and delivery services to and from all trading partners),
and any-to-any document translation should be able to handle both EDI and XML
technologies interchangeably in one environment.81 Supporting both EDI and non-EDI
documents is especially important for providers of transportation, logistics, and other
supply chain mediation services, companies that deal with offshore partners, and more
generally, any company that needs to comply with proprietary documents mandated by
customers or strategic suppliers.77
Further contrasting first-generation B2B exchange technologies, foundational services of
cloud-based business networks must include all the necessary technology to capture and
manage networks of business relationships (e.g., registration, business directories,
authorizations, and relationship management) as well as to facilitate the construction of
collaborative business services (e.g., data sharing, process integration, user collaboration,
network analytics, metering, rating, and feedback). A key benefit of providing a common
set of services across these functions is that business networks can now provide
value-added functionality that cuts across all applications. For example, using a common
data-sharing or process-integration service enables insights to be gained by examining
data across a set of applications (subject to visibility controls, of course). In return, this
enhances the value of a business network, enticing more and more applications to be
constructed on it, thus creating a virtuous cycle. Therefore, with cloud-based foundational
services that can be used to construct business network solutions that are accessible via
standard Web-based application programming interfaces (APIs), enterprises will be able
join the business network once, discover their existing business relationships or create
new ones, and self-organize into multiple short-term or long-term process-specific
collaborative networks.13
As companies do more B2B integration and consume more cloud services, they will be
looking for more complete and more highly evolved forms of B2B products and services to
help them achieve their IT and business goals. Consolidated integration solutions,
embedded integration, and cloud services brokerage are examples of how the software
industry is evolving to meet more demanding business requirements.80 Cloud-based B2B
exchanges ensure interoperability and allow organizations securely and reliably to share
information across an increasingly complex ecosystem of technology systems and
platforms, insulating organizations from the cost and complexity of changing document
types, formats, communication protocols, network connections, and system integration
needs.82 In addition, an on-demand security service (i.e., identity management) as part of
a broader B2B exchange/integration-platform-as-a-service platform provides a
services-based approach to federated identity management that centralizes and
automates the process of exposing, accepting, and monitoring digital identities across
security domains, which results in reduced complexity, automation of organizational
processes, and improved policy compliance.82 By offering a single, secure point of access
to all information, applications, and systems, cloud-based portal services can achieve
optimum collaboration and performance, boost productivity across online communities,
and reduce the cost, complexity, and risk of information and application sharing.82
In moving toward more balanced demand-supply processes, companies ultimately need to
increase the extent of collaboration on both the demand and supply sides of their business
networks.83 However, ensuring that secure, reliable B2B information is shared across an
increasingly complex ecosystem of technology systems and platforms can be difficult and
expensive.81 The goal of the inter-cloud is to enable the construction of a powerful class of
business network applications that support multiparty collaboration or multitier visibility,
giving organizations the ability easily to create, manage, and have visibility into their
complex network of business relationships.13 Supporting business communities and
streamlining processes, cloud-based foundational business network/collaboration services
allow for rapid, secure, and flexible integration, which insulates companies from the cost
and complexity of changing document types, formats, communication protocols, network
connections, and system integration needs.81
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Fast Data
What Is In-Memory?
Although companies since the 1980s/1990s have concentrated on implementing
enterprise applications that automated back-office business processes to provide specific
efficiency benefits, today’s market demands new applications and better integration within
and between transactional data and real-time operational analytics to react to dynamic
business environments. However, even though enterprise applications have become the
systems of record for business data, the infrastructure underneath current databases lacks
the performance to leverage this data for real-time analytics, due to the fact that traditional
data warehouses run on relatively slow hard drives, resulting in query response times
often stretching to multiple hours or days on data that is often days or weeks out of date.
In fact, anecdotal evidence suggests that no more than 20% of users in most
organizations use reporting, ad hoc query, and online analytical processing (OLAP) tools
on a regular basis.84 Current add-on analytics tools not only are expensive to implement
and hard to customize, but the infrastructure underneath these analytics applications also
lack the real-time performance (and, thus, intelligence) required to make them more
pervasive and more useful. The need to process more data faster has brought new
requirements for database architectures.84
In our opinion, much of the complexity and performance issues holding back wider
adoption of analytics software are centered on the latency, bandwidth, and I/O constraints
from the storage layer of the typical disk-based business intelligence/data warehousing
(BI/DW) architecture to the processor. Specifically, traditional analytics tools run queries
against data stored in data warehouses running on relatively slow hard drives, resulting in
response times sometimes stretching to multiple hours and making real-time
analytics/decision making unachievable.85
At several points in the history of enterprise IT, the ongoing evolution of hardware
technologies reaches a critical mass that results in a radical paradigm shift (e.g., from
mainframe to client/server). Although in-memory technologies are not new by any means,
we believe that the confluence of multiple industry dynamics (e.g., adoption of 64-bit
architectures that enable larger addressable memory space, the rapid decline in DRAM
memory prices, increased usage of column-based data stores) now enable entire
databases to be cost-effectively stored in higher-performance layers of the memory
hierarchy, positioning in-memory database systems to gain much greater adoption in
enterprises by replacing and/or augmenting existing disk-based analytics infrastructures.
(See Exhibit 51.) Because of these factors, we believe that the industry stands at the cusp
of the most significant revolution in database and application architectures in the past
20 years.
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Exhibit 51: Confluence of Multiple Industry Dynamics Driving In-Memory Adoption
MPP coordinates multiple processors working in
parallel to execute different parts of a program.
Columnar databases enable easier parallelization of
queries, as each column can be stored in a separate
area of memory, which allows aggregates and joins to
be computed in parallel across several processors.

Columnar data stores are well suited for
compression, which decreases the amount of
data stored by up to 10 times, enabling entire
databases to be stored in DRAM.
Columnar databases can be used for both
transactional and analytics applications,
because DRAM does not suffer from seek and
rotational latency, which slows the write-time
of disk-based columnar databases for
transaction processing.
Given that the data within each column forms
an index, column databases reduce I/O while
enabling rapid access to the data without the
need for building additional indexes, preaggregating data, and creating special
materialized views and cubes.
The declining price of DRAM memory enable
more data to be more-affordably stored
outside of disk-based systems.

Due to the physical limitations related to clock
speed on single-core CPUs, multi-core
processers have been introduced, which can
be leveraged by parallelizing databases.

In-Memory

The addressable memory limit of 32-bit
systems was 4 Gigabytes versus 64-bit at 16
Exabytes—which, when combined with larger
memory spaces on servers, boosts the
amount of data that can be stored in DRAM.

Source: Credit Suisse.

As previously discussed, over the years, there has been a growing divide between
processor performance and storage access times. The delay that users experience with
traditional disk-based BI/data warehousing infrastructures is primarily due to multicore
CPUs waiting relatively idle on storage to fetch data.
Several structural limitations exist with traditional disk-based database infrastructures that
significantly affect the performance potential of these systems, and the performance gap
continues to widen exponentially. At a fundamental, structural level, the performance
obstacle of current business intelligence/data warehouse infrastructures is associated with
the use of hard disk drives to store the underlying data, as the mechanical components of
these magnetic drives have failed to keep up with the improvements across the electronic
components of the hardware system. Specifically, electronic components (e.g., CPUs,
DRAM, NAND flash) typically improve exponentially in step with Moore’s Law, whereas the
performance gains of mechanical components (e.g., the rotational speed of the disk and
performance of the disk armature), which affect memory latency and I/O, improve more
linearly. (See Exhibit 52.)
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Exhibit 52: Trends in CPU Clock Speed and Memory Bandwidth versus Memory Latency
logarithmic scale

Source: CWI, SIKS.

Therefore, although hard disk capacities continue to increase exponentially, the ability of
this storage media to transfer data and/or write new data is not increasing at equivalent
rates, resulting in disks containing more data that is taking progressively longer to
read/write relative to the ever-rising performance of electronic components of these
database hardware architectures, which causes ever-faster CPUs to be increasingly idle
and underutilized (i.e., the structural limitations of traditional hard disks currently are
inhibiting the ability of business intelligence and data warehouse infrastructures fully to
benefit from the advantages of Moore’s Law).86
In our opinion, DRAM and NAND flash memory can narrow the latency and I/O
performance gap of traditional disk-based infrastructures and help better utilize the power
of the CPU. The key advantage to DRAM and NAND flash is that data can be accessed in
microseconds, rather than milliseconds for HDDs, which improves latency, bandwidth, and
I/O by several orders of magnitude. Therefore, by closing this disparity in latency,
bandwidth, and I/O performance, DRAM and NAND flash effectively eliminate the
bottlenecks encountered by analytics tools and other applications when running on
traditional disk-based data warehouse infrastructures.86
Specifically, a CPU sits at the top of a memory hierarchy consisting of two to three levels
of cache and main memory (DRAM), typically followed by one or more storage tiers, which
could include NAND flash, mechanical hard disk drives (e.g., SAS or SATA), and/or
off-line data archives (e.g., tape). Each core of a multicore CPU has a private level-1 (L1)
cache that is very fast but very small. Larger level-2 (L2) and, often, level-3 (L3) caches
provide slower access to larger amounts of memory relative to the L1 cache. At each level
of the hierarchy, performance (in terms of latency, bandwidth, and I/O) drops by one to two
orders of magnitude, as does the cost of the storage media. Storage capacity follows a
different trajectory, increasing by a factor of 2-4 at each cache layer, with a dramatic jump
in capacity at the main memory layer.87 (See Exhibit 53 and Exhibit 54.)
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Exhibit 53: Cost versus Performance Levels in the

Exhibit 54: Capacity versus Performance Levels in the

Memory Hierarchy

Memory Hierarchy

logarithmic scale

logarithmic scale

Source: Objective Analysis.

Source: AnandTech.

As previously mentioned, the adoption of enterprise applications began in the
1970s/1980s and gained momentum in the 1990s/2000s, and these applications produce
large quantities of transactional data, which organizations process using analytics systems
to obtain insightful information about their businesses. The need to derive insight from
these data gave rise to business intelligence and data warehouse infrastructures, in which
data could be held for completing strategic reports for management. This current
generation of business intelligence tools, which were developed in the late 1990s and
gained broader adoption in the 2000s, deal more with the strategic aspect of the business
than tactical, operational decision making.88
Application Refactoring

While the front end of existing applications would not necessarily be affected, the back end
of the applications would be refactored to take advantage of in-memory architectures. For
example, SAP would need to refactor its application server tier to replace calls to a
traditional database with calls to the in-memory columnar database, which we expect SAP
to begin in earnest in 2012 following the release of HANA 2.0; however, this may require
two or more years to complete, given the scope of Business Suite.
Code refactoring is a disciplined approach to restructure code without a complete rewrite.
Refactoring is usually undertaken to improve some of the nonfunctional attributes of the
software. This is done by changing a program’s source code while not affecting its
functional requirements. In order fully to take advantage of columnar, in-memory database
architectures, certain applications would need to be refactored, although a complete
rewrite would be unnecessary.
While advancements in hardware technology have almost presented a perfect storm in
what is available in terms of computing resources, the software still needs to be designed
to take advantage of these advancements. Software needs to be smart about data access,
rather than just assuming that data in-memory equals fast performance. For example,
database systems in the market have historically made poor use of parallel execution
opportunities offered by multiple execution pipelines and speculative execution in modern
CPUs.89
While columnar storage is used to increase the amount of data that can be stored in
limited memory as compared with disk, this technology, when combined with in-memory
computing, not only reduces the data storage required but also speeds up the applications
while simultaneously reducing complexity. Applications would benefit from in-memory
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columnar databases if they are refactored to make use of the new technical capabilities
offered by the architecture.90 In refactoring existing applications, Hasso Plattner has
suggested that the amount of code could be reduced by more than 30% on average, by
40-50% for more formal applications (e.g., financials), and by up to 75% for certain
applications. Specifically, although SQL statements do not need to be changed when
deploying an application on a columnar versus a row-based database, all orchestration of
caches and materialized views is no longer required, and algorithms can be pushed down
to the database to operate close to the data needed.91 Therefore, while the back end of
applications may require a refactoring optimally to leverage columnar databases,
improvements elsewhere in the application can also be achieved by taking advantage of
the overall improvement in performance. For example, the developer could refactor an
application to get to a new user interface now that the response times are so much faster.
With the faster response times, a developer can create a new drag-and-drop user
interface, which would not have been possible even with response times of one second.90
Why Is In-Memory Important?
The crux of our thesis that the database and enterprise applications industry is
approaching another tectonic shift that will drive a new breed of “killer apps” is the merging
of columnar databases and in-memory computing. When making such statements, the
obvious question is “why now?” For example, column-based databases have been around
since 1972, and in-memory computing dates back to the 1960s. Despite many advantages
of the schema for analytical workloads in particular, column-based databases (e.g.,
Sybase IQ) have essentially been niche products, primarily targeted at very high-volume
data warehousing environments.92 Similarly, despite the architecture’s performance
advantages, in-memory computing has merely attained a niche status only within certain
application areas and industry verticals (e.g., financial services and government). Although
these two technologies have toiled in relative obscurity for more than 35 years, the
confluence of multiple industry dynamics (e.g., 64-bit addressable memory, the rapid
decline of memory prices, which we detail in Exhibit 51) now positions the combination of
columnar databases and in-memory architectures to move out of their current niche
statuses to be a more viable and cost-effective mainstream technology platform.92
Although we expect NAND flash technology to improve the performance of existing
analytics tools by accelerating the data storage layer of data warehouse infrastructures
(particularly in terms of strategic decision-making analytics), in-memory data stores have
the potential fundamentally to transform the enterprise applications landscape to address
tactical, operational decision making and solve currently unaddressed problems, given the
resulting performance boost to the applications layer from the changes to database
architecture.
For example, in-memory database (IMDB) software stores the entire database structure in
DRAM and should not be confused with caching mechanisms, which have been used in
the past to store disk blocks in memory cache for speed. All application transactions take
place in-memory without the use of traditional disk or disk substitutes, including NAND
flash. Access to the database is through direct memory access (DMA) and without the use
of a disk controller.93 By returning queries at a fraction of current response times by storing
data in DRAM in columnar data stores, we expect the emergence of in-memory
technology to give rise to a new breed of applications that were structurally impossible to
develop in the past due to the time delay in accessing large volumes of data stored in
relatively slow disk-based data warehousing systems.
Specifically, in-memory computing could enable the development of applications that
increase the speed of transactional information flow and remove constraints for real-time
analysis of large volumes of operational data (e.g., trend analysis, data mining, predictive
analytics, simulation) for areas such as planning, forecasting, optimizing, and pricing, in
order to unlock new, operational business insights. For example, smart meters deliver
information on current power consumption every 15 minutes. Applications could be
developed that process data captured from these smart meters in real time in order to buy
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or sell power depending on current consumption patterns. SAP estimates that such an
application could reduce costs due to imbalance issues (i.e., forecasted versus actual
consumption) by 6-8%.94 Similarly, with the ability to run data-predictive algorithms, which
often employ complex mathematical functions (e.g., logarithms, exponentiation,
trigonometric, and other sophisticated statistical functions), in-memory based on
up-to-date transactional data, airlines would be able to reprice tickets in real-time as
customers book airfares, as opposed to nightly batch processes using traditional data
warehousing systems that might not allow for the most favorable price optimization.95
Because of the benefits of in-memory computing, we expect software vendors not only to
develop and sell new types of applications based on in-memory architectures, but also to
refactor existing applications to take better advantage of in-memory technologies. For
example, we expect to see an emergence of CRM and other line-of-business applications
that support continuously optimized best action business processes by embedding
predictive models, orchestration engines, business rules engines, and CEP agility.96 For
instance, in a traditional CRM system, a salesperson at a widget manufacturer would enter
in a price negotiated with the buyer. If that price is below a threshold set by the company,
an alert would be sent to that salesperson’s manager for approval/disapproval. However,
the question that is not answered in legacy CRM applications is, “do we, the widget
company, still make money selling these widgets at this discounted price?” By embedding
analytics into the CRM system based on an in-memory database and utilizing real-time
data from across the widget company’s manufacturing and supply chain systems, the
application could recommend the best action to the sales manager based on a business
rules engine.
Taking the concept of recommending the best action a step further, we expect other new
applications to begin to surface in the coming years that automate decision-making
processes altogether based on event-driven triggers driven by real-time data, a stage in
the evolution that we have dubbed “automated decision governance.” An example of the
application of automated decision governance technology would be in the retail industry,
with electronic shelf labels that do not require manual price and inventory updates.
Instead, the electronic shelf labels enact new price changes based on data related to
sales, demand, and inventory that could guide an automated mark-down strategy decision.
In addition, the shift in pricing strategy may also activate new promotional messaging to
buttress the strategy and best respond to consumers. As such, pricing decisions can be
automated almost immediately on an extremely granular basis based on event triggers
and decision support capabilities enabled by in-memory data architectures.95
Why Is Embedded Analytics Important?

Over the past two decades, reporting and analytics tools have evolved from static reports
in the 1980s to data warehousing and data marts technology in the 1990s. While data
warehousing enabled heterogeneous data sources to be centralized, the implementation
projects were often grossly over budget, and performance was far below expectations. As
technologies have matured and the advent of service-oriented architectures has become
more prominent, data warehousing reinvented itself and emerged as business intelligence
(BI), which enhances the flexibility in reporting and analytics tools, which became very
popular in the early 2000s.88
Business intelligence (BI) has experienced a strong growth over the past five to ten years,
as organizations tried to extract actionable insights and business values from their ERP,
CRM, and other enterprise applications implementations. Despite its many benefits,
business intelligence has not yet reached its full potential within many organizations, given
that many organizations have yet to find an effective way to deliver BI capabilities to more
than a handful of users who have the technical and business literacy to exploit BI tools.97
Business applications users have been frustrated for many years by the limited reporting
and analytic capabilities delivered out of the box within enterprise applications. In addition,
users attempting to make business decisions as processes are executed must rely on
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inflexible and often cumbersome analytics that are programmed with the application
toolset and are often based on historical (not real time) data.98
Many BI platform vendors reacted to this market opportunity by developing packaged
analytic applications, targeted at specific user domains (e.g., financial analytics, sales
analytics, and HR analytics) that can be deployed over any business application (or even
multiple applications). These typically have a predefined data model and predefined
business content (metrics, reports, and dashboards) and, in many cases, connectors to
underlying business applications to source transactional data. Also, IT departments in
many organizations used the development tools in BI platforms to create their own analytic
applications, while a large number of packaged analytic applications are available as point
solutions from specialist vendors targeted at domain-specific analytic needs.98
Exhibit 55: Examples of Domain-Specific Analytic Application

Source: Oracle.

However, the distinction between analytical and transactional content, single-source user
interfaces, and static screens are artificial constructs that are not valid anymore.13
Business application vendors are increasingly offering a widening range of analytic
capabilities integrated with their applications, such that they become an embedded part of
an application’s value proposition. This trend has been fueled by megavendor acquisitions
(e.g., SAP and Oracle acquiring BI vendors and capabilities), and by other vendors (e.g.,
Infor) leveraging BI technologies, including Microsoft SQL Server Reporting Services and
SQL Server Analysis Services, which are part of the SQL Server platform.98 We only
expect these trends to accelerate, as we believe that many of the next generation of
real-time analytic applications will combine horizontal dataset integration with vertical
integration into business applications (i.e., embedded analytics) to deliver relevant,
contextual insights to business users at the right time and placed within the
line-of-business enterprise applications that they use on a daily basis.
Therefore, we view embedded analytics as the next wave in business intelligence, bringing
BI closer to the operations and processes that drive businesses on a daily basis. As
previously discussed, embedded analytics refers to the BI functionality built into the fabric
of operational applications and processes. While embedded analytics is not necessarily a
replacement for standalone BI tools, embedding analytical functions within line-of-business
applications will make the functionality offered by BI tool sets more readily available. By
embedding BI functionality within operational applications and processes that drive the
business, embedded analytics will make BI more operational, easier to use, and pervasive,
which are three key challenges facing the current generation of BI adopters. By
embedding analytics into core operational applications and processes, organizations
deliver the benefits of BI to many more employees without having to purchase BI tools for
each user.97 We expect the adoption of embedded analytics to increase rapidly during the
next five years, driven by increasing demand from business users and the increased
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provisioning of embedded analytics within the existing and the upcoming releases of most
business applications. Gartner indicates that less than 5% of analytical capabilities today
are being delivered through embedded analytics in business application but expects
adoption to grow to at least 25% by 2015.98
For BI to penetrate deeper into organizations and deliver strategic benefits, BI tools must
be easier to use and provide insights into business events as they happen. To simplify BI
tools, vendors are beginning to offer dashboards and scorecards with role-based views of
key metrics, natural language queries and, most recently, Google-like searches of
corporate data.97 Embedded analytics are easier to use because they conform to the look
and feel of operational applications that users use on a daily basis. In addition,
functionality is tailored to individual roles. Embedded analytics usually require little training.
By linking BI to operational processes and data, users gain a better understanding of the
data and the data’s business context, enabling users not only to spot and fix problems
before they escalate out of control, but also identify and seize new opportunities before
they vanish. Embedded BI integrates operational and analytical functions so that
information drives action in a virtuous cycle that helps companies better understand what
drives their business and adapt more quickly to new and changing conditions.
For example, Oracle Fusion Applications feature embedded business intelligence
throughout the applications that delivers the right information to make decisions within the
context of the work being performed, without having to go to a separate BI system.
Furthermore, Oracle Fusion Applications offer a new role-based user experience that
integrates embedded business intelligence, exception-based alerts, and collaboration
capability. Oracle placed special emphasis on improving the user experience with Oracle
Fusion Applications to enhance user productivity with interactive, colorful dashboards and
a wide array of customizable charts, graphs, performance metrics, and data visualizations
for embedded analytics functions. By integrating analytics and business intelligence
functions directly in Oracle Fusion Applications, Oracle better aligns mission-critical data
with its operational enterprise applications to drive day-to-day business processes and
performance objectives.99 For instance, as part of the Oracle Fusion HCM applications,
embedded, predictive analysis of possible actions that shows potential outcomes of
actions supports optimal decision making and facilitates immediate action. Continuing the
example, managers can proactively manage at-risk top performer turnover and conduct
impact analysis to understand the potential effects of salary actions in order to select those
actions that optimize turnover, expenses, and financial results. (See Exhibit 56.)
Exhibit 56: Embedded Retention Analytics in Oracle Fusion HCM

Source: Oracle.
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Similarly, Workday provides real-time, actionable business insight throughout the
application. Seamlessly built into the Workday application, Workday Actionable Analytics
are available at no additional cost, require no ongoing maintenance, and are designed
specifically to empower business users while reducing dependence on IT support.
Workday’s embedded intelligence gives managers relevant context on their business
process to make better fact-based decisions. Workday Actionable Analytics enables users
to drill down to the transaction details and take immediate action on the results found
using Workday’s Action to Insight functionality.100
Exhibit 57: Embedded Employee Compensation Analytics in Workday

Source: Workday.

We ultimately agree with Gartner’s thesis that the adoption of embedded analytics will
increase as business users demand more business analytics to improve business and
departmental performance and decision making, while business application vendors also
package more analytics directly in their application stacks.98
Relationship Between Embedded Analytics, SOA, MDM, Model-Driven Development, and
In-Memory

We expect in-memory data architectures to allow enterprise applications vendors to deliver
the power of built-in real-time dashboards, reporting, and analysis (potentially integrated
right into the ERP, CRM, SCM, or e-commerce applications that businesses use every
day) to drive true operational insights and real-time intelligent decision making, which we
believe would meaningfully increase the usage of analytics tools among customer
employees. Furthermore, SOA-driven development will make it easier for BI to become
embedded within a wider array of business applications and will therefore also encourage
wider adoption.84
SOA approaches depend implicitly on consistency and integration in the operational
environment, both within and across company boundaries. While often depending on
integrated data stores such as master data management today, in the long term, SOA
requires and will drive greater levels of real-time, message-based integration between
operational systems as well as the data warehouse environment.101 BI and SOA
architecture disciplines support similar needs: information management, metadata, data

The Apps Revolution Manifesto —Volume 1: The Technologies

64

29 March 2012

integration, and data quality. The success of enterprise data integration hinges upon
leveraging a mature information architecture and integration practices prevalent in BI,
while evolving to account for recent architectural concepts, such as service-oriented
architecture (SOA), to ensure the hunger for timely and meaningful information is
satisfied.102 For example, Oracle promotes the concept of “pervasive” business intelligence,
which means moving away from BI being just about OLAP cubes and standalone query
tools being accessed by only a handful of analysts to a situation in which BI almost
disappears as a distinct category of applications and instead becomes just a part of the
business applications that are used each day. Where BI applications are used standalone,
perhaps in the form of interactive dashboards, SOA also gives us the ability to link these
dashboards to external business processes, so that a user viewing sales trends on a
dashboard, for example, can click on a link on the page to trigger a marketing campaign to
a particular segment of customers on the report.103
Furthermore, BI is increasingly being bundled into workflow and BPM software, and these
offerings are typically SOA-enabled already. A trend toward user empowerment is also
driving BPM software vendors to incorporate Web 2.0 technologies into their tools to make
it easier for end users to construct situational applications on an ad hoc basis to aid in
business activity monitoring (BAM) and in decision support. Master data management
(MDM), which can be applied to manage information for BI-based and business
process-based applications, can also be viewed as a key driver in the SOA-enablement of
BI platforms and embedded analytics. An information management strategy is mandatory
for the new composite applications that will increasingly emerge as SOA gains
momentum.8
Ultimately, if analytic applications are to have the ability to optimize decisions
automatically based on organizational goals (with out the requirement of any human
intervention), we would agree with Gartner’s thesis that developers will be required to
create these business applications based on a model-driven architecture to allow the
dynamic manipulation of the business process model and analytics with sophisticated
optimization capabilities. In our opinion, the industry is at the cusp this type of analytics
becoming more widespread in most of business applications, as the first wave of
model-driven business applications (e.g., Workday, Oracle Fusion Applications) start to
mature.98

Big Data
What Is Big Data?
Even with the continued innovation delivered by the database industry, organizations are
struggling with an ever-increasing amount and variety of data that they must handle, sift,
and either retain and/or dispose of every day.104 In fact, IDC estimates that the amount of
information created and replicated will surpass 1.8 zettabytes, which equals 1.8 trillion
gigabytes, in 2011, growing by a factor of 9 in just five years.
Although 75% of the information in the digital universe is generated by individuals,
enterprises “touch” 80% of digital data at some point. However, enterprise disk capacity
shipments account for less than 2% of newly created digital data touched by enterprises.
(See Exhibit 58.) Over the next decade, IDC estimates that the amount of data managed
by enterprise data centers will grow by a factor of 50; the number of files managed by
companies will grow by a factor of 75; and the number of servers (virtual and physical)
worldwide will grow by a factor of 10. Meanwhile, the number of IT professionals in the
world is forecast to grow by less than a factor of 1.5.105 Furthermore, according to The
Economist, only 5% of information created is structured, which further enhances the
problem of how to derive quality business insights from the remaining 95% data, which is
multistructured in nature and is increasing at an exponential rate that far outpaces the
growth of structured data. (See Exhibit 59.)
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Exhibit 58: New Digital Data vs. Enterprise Disk Storage

Exhibit 59: Enterprise Disk Storage Capacity Shipments,
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These vast amounts of data typically contain mostly irrelevant detail, but some “hidden
gems” may be useful for further analysis or for enriching other data sources. Despite
storing this data outside of traditional databases, some customers do want to integrate this
data with data stored in the database. The goal of such integration is to extract information
that is of value to the business users.106 In fact, studies show that a sophisticated
algorithm and little data is less accurate than a simple algorithm and large volume of
data.107
In addition to sheer volume, the vast majority of data an organization generates today is
either neglected or not utilized, as the data is often nonstandard, time-series, and/or
constantly changing. Nonetheless, this data can provide useful operational insights into
user behavior, security risks, capacity consumption, peak usage times, fraudulent activity,
customer experience, and so on.104 As such, organizations are struggling with how to
manage these vast and diverse datasets that include traditional structured data as well as
semistructured or unstructured data types, including sensor data, Web pages, Web log
files, click-streams, AVI files, search indexes, text messages, email, etc.108 For example,
social networking alone could bring huge external unstructured datasets into the enterprise
either as actual data or metadata, as well as links from blogs, communities, Facebook,
YouTube, Twitter, LinkedIn, and others. Too much information certainly is a storage issue,
but too much and too many types of data are also massive analysis issues.109 These large,
untapped datasets define a new category of information, which is increasingly known as
Big Data.108
The term Big Data puts an inordinate focus on the issue of information volume to the
exclusion of the many other dimensions of information management.109 Big Data is
structured, semistructured, unstructured, and raw data in many different formats, data that
to a large degree is fundamentally different than the clean scalar numbers and text the
database industry has been storing in data warehouses for decades.110 As such, the
complexity/variety of data represents as sizeable a challenge for enterprises as its volume.
Nonetheless, analysis of Big Data can provide actionable insight into customers, customer
buying patterns, and supply chains, leading to more timely situational awareness, lower
costs, and increased agility (e.g., Amazon mining click-stream data to drive sales, Netflix
mining customer preferences, and consumer package goods manufacturers analyzing
point-of-sale data to gain insight into customer buying patterns to better manage pricing
and supply chains). In other words, Big Data analysis must increasingly be viewed as a
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competitive advantage.111 In fact, the annual survey on data warehousing by the
Independent Oracle Users Group (IOUG) released in the second half of 2011 found that
approximately 48% of enterprises expect a significant or moderate increase in
unstructured data analysis over the next five years. (See Exhibit 60.)
Exhibit 60: Expected Increase in Unstructured Data Analysis over the Next Five Years
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Source: IOUG, Credit Suisse.

Why Is Big Data Important?
Traditional business intelligence tools and data warehouses have a long history of giving
businesses the information/analytics they need to optimize their operations and make
critical decisions. They are designed with specific questions in mind and are defined by
database schemas, business rules, industry standards, laws, and regulations. However,
these existing business intelligence tools and data warehouses have not been engineered
to handle the type of high-volume, variable, and dynamic data associated with Big Data.112
For example, although nontransactional data is sometimes stored in a data warehouse,
approximately 95-99% of the data is usually transactional data. Furthermore, vertical
scaling (i.e., scaling up) of a RDBMS, which involves running on the most powerful single
server available, is both very expensive and limiting. Therefore, although Big Data offers
tremendous potential for deep insights that drive faster, clearer, and more nuanced
decision making, companies need an approach that allows this information to be
effectively understood and analyzed.108
As the data footprints of Internet-scale applications became prohibitive using traditional
SQL database engines, the Internet community, in particular, has been driving innovation
in new ways of processing information.114 Google, one of the first companies to face the
challenge of analyzing petabyte-scale data, pioneered a software framework called
MapReduce, which when combined with a highly-disrupted file system in the form of the
Google File System (GFS), can utilize commodity hardware to process petabyte-scale
volumes of data that would be technically challenging and/or prohibitively expensive to
store and analyze in a traditional relational data warehouse.115 Since Google published a
white paper on MapReduce in 2004, MapReduce has been increasingly evolving into the
de facto standard for Big Data computational frameworks, with Hadoop, an Apache open
source project, becoming the most popular, well known implementation of MapReduce.115
Several enterprises, including Facebook and Korea Telecom, have implemented large
data warehouse systems using MapReduce/Hadoop technologies rather than a
RDBMS.116 Although MapReduce/Hadoop could replace a traditional RDBMS in certain
circumstances (and will likely be more competitive in the midterm to long term as open
source projects advance and evolve and the ecosystems around MapReduce/Hadoop
grow), we view MapReduce/Hadoop as opening up new data analytics scenarios that were
previously not achievable or practical with existing technologies.114 Specifically,
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MapReduce/Hadoop and SQL databases (e.g., Oracle Database, IBM DB2, Microsoft SQL
Server) solve different sets of problems,117 and as a result, many enterprises are looking
for ways to deploy MapReduce/Hadoop technologies alongside their current IT systems,
which would allow these companies to combine old data and new datasets in powerful
new ways.118
For example, an enterprise could combine customer demographic data from a CRM
system and purchase history across channels from an order management system found in
traditional SQL-based data warehouses with click-stream data stored in a Hadoop-based
system to obtain a more holistic understanding of customers in order to better determine
how customers will likely respond to an online promotional campaign. Furthermore, by
bringing in social media conversations, companies can better identify how customers are
influencing each others’ buying decisions.119
What Is Dynamic Data?

Regardless of the volume or complexity of data, enterprises still want to keep the latency
of the analytical queries to be as low as possible, with the goal of reducing processing
times from hours into minutes and minutes into seconds. Therefore, enterprise IT
departments are having to deal with two contradictory forces: (1) the volume of and
complexity of the types of data is continuously increasing, while (2) the processing of data
into usable business analytics needs to be more real time to react to fast-changing
business needs.120
The aforementioned Fast Data and Big Data revolutions are about finding new value within
and outside conventional data sources to respond to dynamic business trends, and over
time, because of the two aforementioned contradictory pressures on IT departments, we
expect the lines between Fast Data and Big Data begin to blur into a new category that we
are referring to as “Dynamic Data,” as we expect existing vendors to supplement data
warehouses to support MapReduce to optimize for larger and more diverse datasets, while
new data architectures will enhance in-memory analytics for complex models (i.e., rapid
cross-correlation between different types of unstructured and structured data).109
Exhibit 61: Fast Data + Big Data = Dynamic Data

G A
BI A T
D

+

=

Source: Credit Suisse.

In other words, we expect traditional batch processing platforms to be surpassed by
real-time, Big Data analytics that will be able to provide superior performance over live
streams of data (as well as accumulated historical event data, which can be queried as the
data receive these continuously updated feeds) given that traditional batch analytics do
121
The pattern-based output of
not deliver intelligence fast enough on incoming data.
applying complex logic to streams of incoming data as well as stored historical data (both
structured and multistructured) can either by delivered to front-line decision makers via
dashboards or to applications that execute in-the-moment actions based on event triggers.
(See Exhibit 62.)
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Exhibit 62: The Evolution of Business Intelligence, Business Analytics, and Data Warehousing
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Dynamic Data further shifts away from strategic BI tools’ reliance on historical data toward
the automation of decision-making processes based on event-driven triggers based on
real-time data. The basic concept is continuously to discover what’s happening by
leveraging structured and multistructured data while it’s happening, correlate it with
large-scale historical data, and deliver it to decision makers or to applications via event
triggers in time to take appropriate actions.
This stage requires data management/analytics technologies that can execute several
simultaneous queries within seconds or less across both structured and multistructured
data. An example of this technology is in the retail industry with electronic shelf labels that
do not require manual price and inventory updates. Instead, the electronic shelf labels
enact new price changes based on data related to sales, demand, and inventory that
guide the automated mark-down strategy decision. In addition, the shift in pricing strategy
may also activate new promotional messaging to buttress the strategy and best respond to
consumers. As such, pricing decisions can be made almost immediately on an extremely
granular basis based on event triggers and decision support capabilities enabled by an
active data warehouse.95
Another example of the value of real-time structured and multistructured data analysis
would be sentiment monitoring. Specifically, an organization would leverage information
sources such as call center software, click-streams from corporate Websites, news feeds,
social media Websites, and so on to identify strongly positive or negative sentiment
regarding organization, product categories, specific items, as well as potential failures and
risks. A Dynamic Data system would look for variances in behavior, including an increase
in specific text patterns, occurrence of key words/phrases, Web traffic trends, and
point-of-sales data, to determine sentiment changes and then take action by alerting key
public relations staff, sending customers automated updates/responses, informing the
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customer service organization to contact individuals directly, or alerting a marketing
automation system to send out promotions based on historical purchase and current and
past behavior.

Social
Why Is Social Important?
Over the years, the consumerization of IT has significantly influenced the design and
architecture of enterprise applications. The adoption of the Internet gave rise to the design
of the three-tier architecture for Web-based enterprise applications. In the last decade,
business has seen the rise of collaborative enterprise technologies, from groupware to
portals and team communities. Most of these innovations (e.g., virtual communities,
portals, chat) became popular first on the consumer Internet and were later adopted by
businesses. The earlier generation of groupware software (e.g., Lotus Notes) facilitated
real-time communication and collaboration among enterprise users. These applications
were a major leap forward, combining for the first time tools such as project management,
calendaring, chat, whiteboards, and document management. While effective in introducing
task-based tools to enterprise users, groupware was limited to new capabilities developed
by administrators, and end users were not able to create more customized solutions. In
addition, like most enterprise software, groupware was not designed to anticipate the rich
collaborative, user-centric possibilities brought on by the internet.122
In the mid-1990s, the arrival of the portals (e.g., AOL, Excite, and Yahoo!) changed the
way users consume content, and the use of the portal was most users’ online starting
point. The portals began to offer features (e.g., news, email, weather, stock quotes, and
search) in a unified user experience with familiar navigation and layouts. Not long after the
emergence of consumer portals, enterprises began to use the same approach on
enterprise applications and Intranets, providing gateways to enterprise information. Portals
not only brought together information locked away in ERP, CRM, and other legacy
application silos, but they also used the Internet itself as a platform to allow enterprise
users to collaborate across departmental, company, and even global boundaries.122
While enterprises were benefiting from groupware and portals, virtual communities were
growing in popularity with consumers. Virtual communities (e.g., Usenet, the Well, AOL
chat rooms, and Yahoo! Groups) were part of the Internet from its earliest days. These
community experiments established their own cultures, trust systems, and even codes of
ethics. They were successful not because of their features (i.e., many offered only minimal
features such as exchanging messages) but because they mirrored offline human
interactions on the Web. Compared to today’s social networks, these virtual communities
look rather primitive, offering minimal user profiles (e.g., name and email address), no
privacy controls, and no way of visualizing relationships with other users. Nonetheless,
they were an important step forward in capturing basic online social interactions. Profile
pages on today’s social networks go far beyond contact information. Users can customize
their profiles to show personal history and share photos, videos, and widgets. These
pages update automatically each time a user adds a friend, joins a group, posts a note, or
bookmarks an item within or outside the network. Social networks are powerful forms of
self-expression and the foundation for social interaction on the Internet. In addition, social
networks include advanced privacy controls that let users determine who can access a
profile page and what items they are allowed to see.122
Social networking sites have already become popular for promoting products and services.
For example, although often lacking enterprise-level security and system integration
capabilities an increasing number of companies are using social networks for targeting
customers, researching potential employees, and even for enterprise collaboration.122
The widespread uptake of the social Web (i.e., the use of the Internet for sharing
user-generated content via social Websites, including social networking, blogs, message
boards, comments on news articles, and others) has led to the need for organizations to

The Apps Revolution Manifesto —Volume 1: The Technologies

70

29 March 2012

monitor the information that consumers are sharing about them. This information needs to
be monitored both at the individual level (e.g., specific customers having customer service
problems, specific products having quality problems, and so on) and also at the aggregate
level (e.g., change in average sentiment toward a brand change as the result of a news
article or blog post). This information represents not only an opportunity to understand
customers’ needs and feedback but also a risk that negative information will receive
publicity before organizations can address it. Hence, there is a need for social platforms
that allow users to monitor, manage, and integrate this information with their existing
systems.123 From an organizational perspective, marketing and public relations
professionals have been at the forefront of using social networking and social media tools
for external brand awareness activities, but social business transformation can affect a
range of departments across an enterprise. This includes, but is not limited to, human
resources, finance, sales, product development, customer support, engineering, R&D, IT,
and legal. Organizations could potentially achieve greater business results through
fostering better communication and collaboration practices inside as well as outside the
enterprises.
Exhibit 63: Social Business Impact on Organizational Business Processes

Source: IDC.

The key benefits of a social business approach include (1) deeper relationships with key
internal and external stakeholders; (2) more organizational transparency and agility;
(3) higher employee productivity and satisfaction; (4) increased customer, partner, and
supplier engagement; (5) accelerated product and service innovation through employee,
customer, and partner feedback.124
With the increasing penetration of social networking in the consumer space, enterprises
have now shown interest in adopting social networking in their organizations. Social
networking in an enterprise context refers to the process of using an online community to
network and communicate between consumers and businesses and includes usergenerated forums such as blogs, YouTube, and other online public forums. Enterprises
continue to invest in social platform because they need to support community hubs, idea
sharing, expertise location, project teams, social Intranets, collaborative document
authoring, and better communication. Over the past two years, enterprises have begun to
implement internal activity streams and social networking as another mechanism to
achieve these objectives, according to Gartner.125
From technology and application perspectives, software vendors are embracing the social
trend across a variety of solutions that are typically aligned according to the
aforementioned use cases: (1) internal collaboration and communication (mainly for
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employees) or (2) external collaboration and commerce (with customers, partners, or
suppliers).124 (See Exhibit 64.)
Exhibit 64: Applications Aligned with Social Business Processes

Source: IDC.

The adoption of social networking in enterprises has given rise to the integration of social
platforms with enterprise applications to facilitate sharing of contents and communicating
with users either in a context of a business objects (e.g., sales, opportunities, customer
service) or in a broader organization level. The social software platform unlocks the value
of the information stored in ERP and/or CRM applications, which were only accessible to
the users who used those particular applications. Now, with the integration of the social
platform, critical information, events, and activity streams from enterprise applications can
be syndicated and fully leveraged in real time across the organization.126
Many enterprise software vendors have released applications (both on-premise and
on-demand) that now include Facebook-like social networking functionality, Wiki-like
knowledge-sharing spaces, dashboards, blogs, and Twitter-like microblogging features.
While these platforms are being used as standalone applications, more enterprise
application vendors are beginning more tightly to integrate social software into CRM, ERP,
and HCM applications further to enhance the value of those applications.
Enterprise social software primarily enables social collaboration capabilities for
noncustomer-facing employees who are inside an organization’s firewall, although some
customer-facing interactions can occur. Common Enterprise 2.0 functionality offered in
enterprise social software applications includes, but is not limited to, activity streams,
blogs, communities, discussion forums, groups (public or private), microblogging/status
updates, profiles, RSS, tagging, bookmarking, and Wikis. Enterprise social software
products can be a broad-based solution that encompasses many social functionality traits
or a discrete solution supporting one type of social functionality. For example, innovation
management is an emergent subtheme in the enterprise social software market that
recognizes a group of vendors offering products to support organizations that want to
become more engaged with employees by tapping into their collective intelligence for
information. By soliciting the preferences and opinions of those that matter most to a
company’s business, firms can begin to create a deeper connection and commitment to
that organization, especially if the best ideas are rewarded by a particular outcome (e.g.,
discounts, new product features, policy changes, conference/tradeshow tickets, or other
relevant perks/rewards). Although such a process may seem like a rather simple task,
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managing the process from ideation (i.e., the process of soliciting and generating ideas)
through innovation management (i.e., the process for creating innovative products and
services) can be quite complicated.124
Similarly, ERP applications are designed to automate and optimize business processes
related to resources required to meet business or organizational objectives but are not
customer- or prospect-facing applications or specialized to various types of engineering.
However, certain modules (mainly human capital management and project and portfolio
management) have embraced social networking features to enhance the business values
for enterprises.
Exhibit 65: Top 20 Social Enterprise Use Cases
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HCM applications software automates business processes that cover the entire span of an
employee’s relationship with a corporation (as opposed to the department or group to
which the employee belongs) as well as management of other human resources used by
the enterprise (e.g., contingent labor, contractors, and consultants), including human
resources employed by suppliers and customers. Social networking has found a number
of use cases the HCM market. In talent acquisition, for example, recruiters are increasingly
turning to consumer social networking Websites to locate external job candidates, using
enterprise social software to broadcast job openings to feed employee referral programs
and vet candidates. Expert location is becoming a popular subset of enterprise social
software functionality and is being applied to optimize and leverage an organization’s own
knowledge and capabilities. In addition, social learning is gaining traction, as learning
management providers are increasingly offering methods by which anyone can rapidly
build and share learning content.124
Another function module that benefits from social networking is project and portfolio
management (PPM). Social collaboration and knowledge sharing are playing an important
role in improving project results. As enterprises increasingly move to new business models
that leverage people-centric social networks, these dimensions are crossing a divide
between the human aspects of project engagement and the collection of data for such
things as optimizing resources and schedules. Beyond traditional approaches to project
and portfolio management, having social collaboration and productivity tools deeply
integrated into PPM processes ensures a tighter alignment of any given project to the
business strategy throughout that project’s lifecycle. Furthermore, and just as essential to
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social business transformation, these project collaboration capabilities have to extend
across departments and beyond firewalls to include partners and suppliers.124
CRM applications historically automate the customer-facing business processes within an
organization such as the sales, marketing, customer support, and contact center functions.
Adding social capabilities to CRM applications helps encourage better, more effective
customer interactions by leveraging the collective intelligence of an organization’s clientele
mutually to deepen the relationship. The goal with social CRM applications is for a
company better to understand and manage customers’ needs and interactions with
various touch points such as sales, marketing, customer service, and contact center.
Therefore, a number of subthemes are beginning to emerge in the areas of sales
intelligence, sales enablement, social marketing automation, community management,
and social channel response.124
Exhibit 66: Traditional CRM vs. Social CRM

Source: http://creativestride.com/blog/2010/06/01/contesting-the-death-of-tradition-crm-social-crm-is-aprocess-and-not-a-technology/.

Social media is a hot topic in today’s customer care conversations, and for good reason.
Social CRM is the combination of customer relationship management efforts with social
networking, often used as an additional channel for customer care. Social CRM is having
an enormous impact on customer care today. Customer care providers have largely taken
the dive into the world of providing social CRM to their customers. These services being
relatively new offerings, providers are wading into unchartered territory. They are
challenged with helping their clients identify the goals they intend to achieve with social
CRM, putting into place processes that support and achieve those goals, and providing the
right kind of guidance that allows their clients to see value in these services.127
Ultimately, research on demographic shifts confirm that organizations and their tools need
to work differently than in the past to attract, retain, and inspire both employees and
customers. These shifts are caused by differences in generation, gender, economics, and
consumer expectations. For example, never before have four different generations, with
four different sets of experiences, been in the workplace together, and illustrating these
generational gaps in terms of technology expectations, a recent study by AIIM and N:Sight
showed that greater than 47% of employees 18-30 and 37% of those 31-45 expect to use
the similar types networking tools with their business colleagues as they do with friends
and family.128 “The social enterprise is the defining concept for everyone in our industry
over the next few years,” said Marc Benioff, CEO of Salesforce.com, at the company’s
Cloudforce event in Boston in June 2011.
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Mobile
Why Is Mobile Important?
The development of the mobile enterprise is part of the continuous evolution of how
employees have accessed information on computing devices over the past four decades.
Over six billion mobile devices currently are in use globally, and the number of
smartphones is rising at an exponential rate.129 The increasing popularity and compute
power of mobile devices has recently been driven by smartphone vendor successes in
redefining the mobile computing paradigm, leading to the consumerization of IT.
Employees now want to use these devices at work, and the enterprise needs to take
existing information resources and make them available to employees in a secure
manner.129
Yankee Group’s recent U.S. and European surveys show that 53% of employees now use
laptops in the course of their work, 35% utilize smart phones, and 7% use tablets.
However, traditional enterprise IT often fails to match the quality of end-user experience
delivered by consumer mobile technology. As such, enterprise IT has been left behind by
the speed with which mobile technologies have taken off. Specifically, the quality of user
experience and the familiarity users have with their own devices leads to employees
resorting to using their own devices and applications for work. With just over 60 million
mobile workers in the United States (representing 38% of the entire workforce), nearly
three-quarters of companies consider working from home or on the road as part of their
wider organizational culture. (See Exhibit 67 and Exhibit 68.) Moreover, the vast majority
of companies are beginning to believe that these workers are as productive as those
working in an office.130
Exhibit 67: Breakdown of Mobile Workforce in United

Exhibit 68: Breakdown of Mobile Workforce in United
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Along with the increasing mobile workforce, other factors that are contributing to the
growth of mobile applications include the improving speed of mobile networks, the growing
number of smart mobile devices, general familiarity with apps and app stores, and the
decline in the costs associated with developing, distributing, and maintaining mobile
applications. This has triggered companies to consider applications beyond simple mobile
email and data access directly to address key business processes.130
Employees are recognizing the stark contrast between the computing that occurs in their
personal lives and the business status quo. They are bringing their own devices and apps
to work, driving the emergence of an all-new technology landscape. Once an enterprise
adopts these consumer mobile devices, many of the existing applications need to evolve,
given the new way people are working. The toolset workers currently interact with on an
ongoing basis is experiencing a transition.131
This fundamental change in how enterprise technology is supported, adopted, and
consumed is about the technology in employees’ personal lives influencing and changing
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expectations in their professional lives. No longer is mobility just defined by quick and easy
access to email. This new paradigm is also about broadly useful, powerful platforms that
connect and become enhanced through integration. The mixing and matching of services
that is common in users’ personal lives is now extending to the enterprise and, in turn,
driving vastly more open solutions that are changing the enterprise landscape.131
One can view the evolution from first-generation mobile phones to smart phones and
tablets as analogous to the evolution from mainframes and minicomputers to the
proliferation of microprocessor-based systems three decades ago. At that time, the
mainframe/minicomputer industry belittled microprocessor-based PCs for not being real
computers. However, as technology advanced, the PC became more powerful, and
technologists began looking for ways to improve their performance by connecting
computers together, leading to the introduction of Ethernet technologies for local area
networks (LANs) in 1980. Ethernet allowed PCs to be connected together, and soon the
notion of networking the PC (client) to a host (server) was born, resulting in the rise of the
client/server platform paradigm, which affected both the front end and back end of
applications.11
According to a recent InformationWeek IT survey, top investment priorities are in areas
that will be highly visible to business leaders, and mobile applications are the most cited
software priority. Enabling the delivery of dashboards, reports, and alerts directly to
executives on their smartphones and tablets gives them access to information in an
entirely new way. Companies’ mobile sales and service personnel have been able to look
up contact information and basic customer info for years; however, now that smartphones
are commonplace, IT is under pressure to let employees access core business app
transactional capabilities from these devices.132 Specifically, employees are no longer
content to just look up information and receive alerts on their smartphones and tablets, as
they also want to interact with back-end systems. In addition to the direct business impact
of these mobile-enabled applications, organizations can also expect better employee
satisfaction by providing the right tools for their trade. When organizations provide their
employees with the right technologies, they respond with increased loyalty, which results
in better productivity and reduced employee churn and acquisition costs.130
Many challenges in providing increased mobility access to applications abound. After
struggling to perfect the usability of enterprise resource applications, enterprises now need
to extend back-office applications to mobile devices that have limited bandwidth, limited
processing capabilities, and relatively small screens and keyboards. Another challenge is
remotely troubleshooting issues with users whose communications device is the one
having the issue. In addition, mobile devices are subject to carrier or contract limitations,
occasional degraded signal quality, or limited access to Wi-Fi hotspots, factors that
complicate an organization’s ability to meet application performance and data transmission
speed requirements. Nonetheless, IT departments are expected to ensure the security of
increasing numbers and types of mobile devices and figure out a way to manage their use
in and outside the corporate environment, while, at the same time, providing broad access
to critical networks, databases, and enterprise applications.133
How Is Mobility Enabled?
Every decade or so, the computer industry pendulum swings between a preference for
software that is centrally located and programs that instead reside on a user’s personal
machine.134 Just as the PC enabled a revolution of empowering the office worker, we
believe that the software industry is at the cusp of another inflection point in which market
dynamics and more powerful mobile devices, as well as familiarity of mobile applications
(largely through consumer applications), will enable another shift in computing paradigms.
As the original computing paradigm, mainframe software architectures hosted all
intelligence within a central host computer. In this format, users interacted with the host
through a terminal that captured keystrokes and sent that information to the host. Since
the work was saved on the mainframe, people could resume their work later from any
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terminal accessing that mainframe. However, the mainframe held two primary limitations:
the software architecture did not (1) easily support graphical user interfaces (GUIs) or
(2) provide access to multiple databases from geographically dispersed sites.135
In the late 1980s and early 1990s, client/server computing rose to prominence. Individual
employees could use their PCs to run their own personal programs and files on the central
servers. Because PCs acted as clients of the shared servers, this setup came to be known
as client/server computing.135 In a traditional client/server environment, the client
application contains a significant portion of the business logic, while the server contains
the remaining business logic as well as the persistent data storage.136
The emergence of the Internet brought another paradigm shift in computing in the
mid- to late 1990s that leveraged a growing technology stack to deliver IT components
economically and in a more efficient manner. In comparison with the client/server
paradigm, the n-tier architecture essentially comprises the three tiers of enabling
elements: (1) a Web presentation tier on the front end, (2) an application tier to perform
the application and business-processing logic (which can be subdivided into the actual
applications themselves and the middleware that facilitates the operation of the
applications and connections to other layers), and (3) a database tier to run the database
management system, which is accessed by the middleware layer for applications’ tasks.
The shift to browser-based applications reduced the requirements for client devices and
consolidated the business logic centrally (along with the computing and storage
resources).136
Exhibit 69: Two-Tier Client/Server Architecture

Exhibit 70: n-Tier Architecture

Source: http://weblogs.foxite.com/andykramek/.

Source: http://weblogs.foxite.com/andykramek/.

Reversing the trend toward centralized computing resources in the n-tier architecture, we
believe that smart mobile devices will begin a shift back to client power and native
applications. However, partially due to the lessons learned from the resulting complexity of
too much empowerment of the endpoint associated with the client server/environment, we
expect the new mobile paradigm to centralize the management and security, as well as
certain resources, of the client environment, which greatly reduces the cost and complexity
of managing the devices.
Most large organizations currently deploy mobility in a tactical manner, often limited in
scope and not scalable. Rather than a holistic approach, enterprises currently use mobile
technologies that address a specific set of workers or a specific business application.
Certain limitations to this approach are that point solutions address a specific application
or business need and often are a quick-fix approach to mobility; a solution is rapidly
deployed to enable one specific application need (e.g., wireless email access). These
point solutions do not take into account the broader mobility requirements within an
organization. Projects are started before policies are set, and administrative tools to
enforce policy are limited.130
Contrary to existing, tactical mobility strategies that use mobile technologies that address
a specific set of workers or a specific business application, organizations are beginning to
think more strategically about mobile initiatives. Specifically, we expect mobile projects to
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be integrated with common middleware, software, and security architectures, which can be
leveraged across different mobility services, so that they are driven by policy and avoid the
ad hoc end-user pull that plagued the client/server era.130 With businesses increasingly
urged to better pursue opportunities and serve their customers, investing in a platform
approach to mobility enables organizations not only to support the devices that are on the
market today but also to adapt as the technology and user needs evolve.133
User expectations in terms of Web versus native, broad versus narrow functionality, and
user experience portability will introduce new challenges in application design and
development.136 From a front-end challenge perspective, the visual models used when
dealing with large screens on desktops need to be modified to be consistent with the
limited viewing areas on tablets and even more so on phone devices. In addition, the
common connectivity between these should allow work and visualizations easily to be
transferred between one and the other, even when all the devices are running similar
software.1
While many of these front-end changes will be the result of the increasing integration of
these devices, organizations now have the opportunity to allow the front end to do more of
the work. Users want this because it gives them richer and more familiar user experiences
on their own devices and because it enables work outside the office environment. To allow
content easily to transition between devices requires highly abstracted and standardized
access and methods, which encourages the further separation of the user interface layer
from the rest of the system.1
This increased abstraction and separation of the UI and the services and data is enabled
by SOA. This abstraction also must account for new patterns of integration as well as for
differing assumptions. This thinking is behind localized (e.g., device apps) and more
general (e.g., cloud services) changes. As such, both ISVs and enterprises must assume
that their applications will be accessed from a variety of consumer devices in different
ways and should focus on increasing the separation between the UI and the back end, as
well as refactoring the application into services to enable composition.1
As Web browsers on mobile devices become more powerful, with HTML standards
evolving (e.g., adoption of HTML5), two primary ways of accessing enterprise applications
through the mobile device exist: (1) “thin” applications rendered in the device’s browser
using Web technologies (e.g., HTML5) or (2) through a native, “thick” mobile application
installed on the device that consumes Web services.136 Whether a “thick” or “thin”
application is deployed depends on application complexity, device support, requirements
for user experience, and the need for availability in the absence of network coverage.
As ISVs want to leverage the benefits of the cloud computing architecture (but at the same
time offload some of the processing to rich mobile clients), the industry is experiencing a
shift to a client cloud architecture. As organizations rely more on employee-owned devices,
client software can provide a footprint on the device, and the enterprise can maintain some
control of how employees access their data. This model reduces some of the biggest risks
associated with the client/server architecture, namely the issues with installation and
maintenance of client application components.136 Therefore, in addition to the
aforementioned Web-based/HTML5 applications that direct to a Website designed
specifically for a mobile device, we expect two primary models for native mobile
applications to emerge: (1) prebuilt, task-oriented applications (either internally developed
or provided off-the-shelf by ISVs) that offer varying levels of integration into back-end
systems and (2) applications built on mobile enterprise application platforms (MEAP) that
offer a combination of agility, customization, and speed in design and deployment.130
As an example of a prebuilt mobile application from an ISV, Workday’s cloud-based
mobile solutions are extensions to Workday’s software-as-a-service (SaaS) offering.
Workday maintains a strong separation between application logic and UI development.
Specifically, developers do no screen layouts, and UIs are instead automatically generated
for Flash/FLEX, iPhone, mobile HTML, PDF export, and Excel export. Workday supports
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all modern smartphones and has developed native applications for the iPad and the
iPhone. For example, Workday for iPad is a native-built mobile solution, and Aneel Bhusri,
Workday cofounder and CEO, described the company’s iPad development strategy,
saying, “As iPads continue to be adopted by C-level executives, we expect they will
become the primary consumption device for Workday solutions. Therefore, we’re
increasingly building features and functionality for mobile solutions first and the browser
second.” Workday’s applications are easily deployed and managed, with no additional
software or hardware infrastructure to maintain. Innovation is quickly deployed
automatically with each Workday update, which eliminates the cost and complexity
associated with on-premise upgrades. Custom reports can also be deployed from
Workday to mobile devices. In addition, user access security policies defined in Workday
automatically apply to mobile applications.100
In comparison with a downloadable, prebuilt mobile application, mobile enterprise
application platforms (MEAP) serve as both a development environment and a
management tool for mobile enterprise applications. Although many MEAP solutions
overlap with the management features of broader mobile device management (MDM)
platforms, MDM is a distinctly separate product. Specifically, mobile device management
products manage mobile devices, while MEAP solutions manage the enterprise
applications running on those devices.137 A MEAP offers seamless integration with a
variety of back-end data sources, including databases, Web services, and any enterprise
application that leverages service-oriented architecture (SOA).
A mobile enterprise application platform provides for the development, deployment, and
management of mobile applications, addressing the difficult mobile application challenges
of back-office integration, secure access for mobile devices into the enterprise, reliable
push data synchronization, and support for multiple device types.138 A MEAP solution is
generally composed of two parts: (1) a mobile middleware server and (2) a mobile
application development environment. (See Exhibit 71.) A mobile middleware server
manages mobile applications and links them to enterprise applications and databases
while handling all system integration, security, communications, scalability, cross-platform
support, etc. No data is stored in the middleware server, but the mobile middleware server
instead manages data from the back-end system to the mobile device and back. In
addition to a middleware server, most vendors also offer a development environment
designed specifically for mobile application development, testing, and deployment. The
configuration/development toolset is used to mobilize data, applications, services, and
processes, with support for both online and offline access, allowing companies to create
and adjust the mobile solutions and to control which users can access an application and
what enterprise databases that application can pull data from.138
Exhibit 71: Mobile Enterprise Application Platform

Source: http://www.skytechnologies.com, Credit Suisse.
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Any enterprise’s mobile strategy needs to consider the implications of running applications
that are online (i.e., require a permanent connection to the host system) or offline (i.e., can
run without a network connection). Online applications should be able to communicate
directly with back-end systems (e.g., SAP), ensuring that any inquiries are displaying data
in real time. Offline applications should be able to seamlessly synchronize data with the
back-end system of record (e.g., ERP), without user intervention, when connectivity is
restored. The database that is resident on the mobile device must be capable of scaling to
support the data that will be required to run a given application.139

Modern User Interface
Even though they do meet business requirements, most currently deployed applications
within enterprises have outdated user interfaces. These dated interfaces generally offer
suboptimal user experiences, as employees increasingly become accustomed to the
modern, clean, simple user experience (UX) provided in their personal use of the
Internet.140 Enterprise software, while slow to react to this driving force to modernize the
UX, is not immune from this phenomenon.140
Today’s workforce is global, connected, virtual, and multigenerational.100 As a result of
increased Internet use and the rise in online commerce, end-user expectations have
evolved. Users believe that applications should be seamless and should enhance their
productivity with straightforward, common-sense designs.141 Because of these dynamics,
we believe that enterprise applications must increasingly deliver a modern look and feel.100
(See Exhibit 72 through Exhibit 77.)
Exhibit 72: R/2 Screenshot

Exhibit 73: R/3 Screenshot

Source: SAP.

Source: SAP.
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Exhibit 74: mySAP Screenshot

Exhibit 75: Business Suite 7 Screenshot

Source: SAP.

Source: SAP.

Exhibit 76: SAP Sales OnDemand Screenshot

Exhibit 77: SAP Sales OnDemand for iPad Screenshot

Source: SAP.

Source: SAP.

At a basic level, user experience should be built around four key principles: (1) what you
need to know, (2) what you need to do, (3) who you need to know, and (4) how you need
to do it.142 As such, an application’s UI should empower users at all levels, from the
C-suite to managers and individual contributors, easily to access information, participate in
business processes, and collaborate across the enterprise. Specifically, if an application’s
UI utilizes concepts made popular by consumer Websites, even novice users should be
able find their way around the application with minimal training, while power users will find
all of the tools they need, thereby facilitating adoption and maximizing return on
investment.100 For example, UX design is increasingly emphasizing embedded analytics,
related content, Web 2.0 collaboration features, faster navigation, drag-and-drop,
typeahead, and table manipulation features.
One key source of wasted frustration with legacy applications has been the amount of time
that end users spend navigating among different applications when working on one
business transaction. As such, modern applications’ user experiences offer end-to-end
tools and information that are driven by an end user’s role and are contextually related to
the work being performed, enabling rapid decision making, collaboration, and insight for a
problem, all of which result in more productive workers and better clicks.141 For example,
the User Interface Shell provides a single point of access to all of a user’s Oracle Fusion
Applications, as well as associated analytics, collaboration, and search tools. (See Exhibit
78.) Without having to leave the integrated, role-based dashboard (i.e., no need to
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navigate among different applications), an end user can complete guided business
processes, which are essentially organized sets of tasks, to complete given business
transactions more efficiently. In fact, Oracle compared five tasks in the Oracle Fusion
Accounts Payable application with the same five tasks in the Oracle Enterprise Accounts
Payable application. The estimated productivity gains across all five tasks ranged from 9%
to 63%, with an overall estimated productivity gain of 42%.143
Exhibit 78: User Interface Shell in Oracle Fusion Applications

Source: Oracle.

Furthermore, relevant and contextual data should be provided whenever a user needs to
make a decision or take an action within the system. For example, every item on the
screen should be considered for what a particular role needs to know to best do his/her job,
whether that is an embedded chart, a real-time data point, custom user assistance, or an
embedded discussion forum.142
Modern visualization tools (e.g., gauges, icons, charts, tables, and graphs) help users
consume and process information more quickly to make the best decisions for the
business.100 Visualizing data enables users more quickly to see patterns, trends, and
anomalies. Next-generation BI tools support a rich array of interactive visualizations and
suggest appropriate visualizations based on the type of data users want to display. Rather
than render static images, BI tools should let users interact with the graphical displays. For
instance, a user should be able to mouse over a chart element to view its underlying data
properties or click on the chart to drill down and view more detail. On a scatter plot, a user
should be able to lasso data points and use them to create a new group or as a filter for
another chart or table. On a heat map, a user should be able to right-click to display a
time-series chart, among other things.144
We believe that another key aspect of modernized user experience is to enable access to
an enterprise application in an end user’s natural workspace, be that on a laptop, a mobile
device, or embedded in a collaboration and/or activity stream tool (e.g., Chatter or
Outlook). For example, an end user should be able to access his/her application’s inbox,
including notifications, approvals, and data, directly in Outlook or a Chatter stream.100
Although many legacy applications will not be changed out for many years (especially not
solely because of an outdated user interface/experience), new applications, of course, are
starting to incorporate modern design and design concepts. As such, many legacy
applications may need some sort of new UX layer on top of them. For example, the
growing popularity of activity streams (e.g., VMware’s Socialcast, Novell’s Vibe, SAP’s
StreamWork, Salesforce.com’s Chatter) might provide one avenue for refreshing the
enterprise UX. Michael Fauscette, an analyst at IDC whom we view as a thought leader on
the topic of application modernization, makes the case that activity stream front-ends
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could be used not only to refresh/reinvigorate legacy applications but also to harmonize
these installations with next-generation applications by providing a modern UX layer
across the systems.140
In our opinion, two applications suites, Oracle Fusion Applications and Workday, stand out
in terms of offering compelling, modern user experiences. (See Exhibit 79 and Exhibit 80.)
In both cases, the applications were engineered from the ground up with UX as a central
design concept.140 For example, Oracle leveraged years of in-depth, customer-driven
research and design (including enrolling more than 800 customers in its User Experience
Customer Participation Program) to create a next-generation applications user
experience.142 Not surprisingly, user feedback has been positive on both Oracle Fusion
Applications and Workday, and, in fact, many users have suggested that significant
productivity gains have been achieved when UX is central to an application’s design.140
Exhibit 79: Oracle Fusion Applications Activity Streams

Exhibit 80: Workday Manager Experience

Source: Oracle.

Source: Workday.

In the end, we believe that designing business process flow with applications suites with
the user experience as a central design concept will be critical for long-term success on
next-generation applications. Specifically, building experiences that are simple and clean
on the front end and mask complexity in the back end will be increasingly key for end-user
acceptance and market adoption.140
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Appendix
“Enterprise applications have driven a lot of success and a lot of value in enterprises,
but that success and value has come at a very, very high cost. Essentially, the systems
come down to being very hard to use, hard to change, and hard to integrate.”
— Stan Swete, CTO of Workday

Legacy Applications Evolution
The software industry, specifically enterprise application vendors, and IT departments, are
facing extreme pressures to provide new applications that add value in today’s competitive
environment. Whereas in the 1990s companies concentrated on implementing systems
that reautomated functions to provide specific benefits, today’s market demands new
applications and better integration within and between organizations as well as increased
flexibility to react to dynamic business environments. These requirements have sparked
the evolution of next-generation enterprise applications to solve new problems, and well
established application providers are looking for new features and business models to
improve their revenue streams.
Exhibit 81: Evolution of Enterprise Applications

Source: SAP.

The enterprise application evolution started back in the mainframe era and transitioned
from dumb terminals to a client/server paradigm with the wide adoption of PCs and mini
computers. With the subsequent proliferation of broadband and Internet technology,
enterprise applications migrated to Web-based, three-tier architectures that enabled
enterprise users to access applications through a Web browser. Older-generation
enterprise applications were designed to address some of the manual back-office
operations in order to improve the efficiency and productivity of the organization. In the
beginning, especially in the mainframe and mini computer era, enterprises developed their
own custom legacy applications to address organization-specific needs. Over the years,
the reusable aspect of the enterprise application gave rise to the adoption of packaged
enterprise applications, an approach that was primarily pioneered by large application
vendors, such as SAP and Oracle. These packaged applications were monolithic IT
systems that require extensive human interaction through a graphical user interface (GUI)
and manual running of the back-end processes by the system administrators. Monolithic
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applications were characterized by integrated GUIs, comprehensive functionality, and no
direct communication with other systems. (See Exhibit 82.)
Exhibit 82: Monolithic Enterprise Applications

Source: University of Paderborn.

The monolithic systems developed in the beginning were often purpose built, with little or
no regard for reusability, because automation was the major design driver. Furthermore, at
that time, the lifecycle of a business process was much longer than it is today. Thus,
processes were implemented directly in the applications, leading to a strong coupling of
functionality in these systems. Over time, business processes changed, forcing the
monolithic systems to be customized to support the evolving business requirements of the
enterprise. Given the tightly coupled characteristic of monolithic systems, the maintenance
effort was relatively high because every change in the system required testing of the entire
system, which in turn incurred a huge cost in terms of IT services and consulting. In
addition, every update weakened the structure of the system and became a potential
system bottleneck. As more updates and customizations were implemented, bottlenecks
multiplied and systems became increasingly inflexible and challenging to upgrade. IT
departments and enterprise application vendors recognized that the growing cost of
maintenance had become a hindrance to adoption of new applications. They understood
that a new architecture was required for the steadily growing enterprise systems.
In the late 1990s, the enterprise applications industry experienced the rise of specialized
software application vendors, such as i2, Siebel Systems, Epiphany, and so on. Enterprise
customers began to adopt best-of-breed applications, implementing component-based
structures within their enterprise applications, where each component represents a
particular best-of-breed application or a part of an application and provides a well defined
interface for communicating with other components. This component-based approach
facilitated functional expansion by adding components and significantly reduced
maintenance costs compared with monolithic systems.
However, these best-of-breed applications often used proprietary interface technologies,
so that exchanging components or integrating components with other vendors became
impossible. Over time, business processes demanded better integration between different
applications. Because components within each system were tightly coupled, integration
required the building of ever new interfaces between applications implemented with
different technologies. This became a serious cost problem. The N:N (many-to-many)
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communication pattern instead of the 1:N (one-to-many) communication pattern became a
daunting tasks for the IT organizations, and in case of diverse interface technologies, N
different interfaces have to be implemented for each of the N components in the worst
case.
Middleware technology and enterprise application integration (EAI) products emerged in
response to the limitations of tightly coupled best-of-breed applications. Middleware allows
each application to interact with all other applications connected to the same middleware
layer, while EAI enables communication between different applications and reduces the
human effort required to retrieve information scattered over disparate applications. In early
middleware solutions, the graphical user interface (GUI) front end was tied to a specific
middleware layer. However, as these applications evolved, the GUI was separated from
the underlying functionality and thus increased the flexibility of systems, because all
functionality was now reachable for automation purposes via the middleware. (See
Exhibit 83.)
Exhibit 83: Middleware and EAI Based Enterprise Applications System

Source: University of Paderborn.

However, even middleware and EAI applications could not fully satisfy the ongoing
flexibility demands from business. As the business process lifecycle times continue
steadily to decrease, demands for flexibility continue to rise. Specifically, business experts
have realized the failure of EAI applications to support the implementation of new business
processes. At the same time, they recognized the potential of IT as the key technology to
implement their processes. While the separation of GUIs from the underlying functionality
might look very flexible from an IT expert perspective, this separation was still not perfect
for business experts, given that the tailoring of functionalities within the IT system was
made with respect to technical, and maybe, organizational circumstances. In addition, the
building blocks of functionality that are preferably reused from the business process view
are developed by business experts, not by IT experts. This insight might be the key driver
of business process management (BPM) and service-orientated architecture (SOA) for the
enterprise applications.
EAI enables diverse applications to communicate with each other in an enterprise or
across partner systems to achieve a business objective in a seamless and reliable fashion,
irrespective of the platform and/or geographical location of these applications. EAI
comprises message acceptance, transformation, translation, routing, message delivery,
and business process management (BPM). EAI primarily uses two basic architectures to
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achieve this integration: (1) a bus architecture or (2) a hub/spoke architecture. Both of
these architectures were used in earlier days to develop services, which subsequently
evolved into service-orientated architecture.145 (See Exhibit 83 and Exhibit 84.)
Exhibit 84: Hub/Spoke Architecture

Exhibit 85: Bus Architecture

Source: Anurag Goel.

Source: Anurag Goel.

The hub/spoke architecture uses a centralized broker (hub) and adapters (spoke) that
connect applications to the hub. Spokes connect to applications and convert application
data formats to a format that the hub understands, and vice versa. The hub, on the other
hand, brokers all messages, transforms/translates the content of incoming messages into
a format that the destination system understands, and then routes the messages to
destination applications.145
On the other hand, the bus architecture uses a central messaging backbone (bus) for
message propagation. Applications publish messages to the bus using adapters. These
messages would flow to subscribing applications using a message bus. Subscribing
applications have adapters that receive messages from the bus and transform the
message into a format required for the application. The key difference between the
hub/spoke and bus topologies is that, for the bus architecture, the integration engine that
performs message transformation and routing is distributed in the application adapters,
and the bus architecture requires an application adapter to run on the same platform as
the original applications.145
While EAI started in the late 1990s to integrate applications, ESB (enterprise service bus)
emerged in the early 2000s following the emergence of the Internet, which gave rise to the
need for service-based integration, as most of the applications adopted Web services to
build APIs for integration. ESB is mainly an infrastructure to facilitate SOA by enabling
APIs, which can be used to develop services and make services interact with each other
reliably. Technically, ESB is a messaging backbone, which performs protocol conversion,
message format transformation, and routing, as well as accepts and delivers messages
from various services and application that are linked to the ESB.145
ESB uses a standards-based bus architecture, which carries a cost that is much less than
hub/spoke or bus-based EAI integration. Subsequently, EAI and ESB were combined
together to deliver a more cost-effective solution for ESB implementations based on
business requirement. (See Exhibit 86.)
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Exhibit 86: ESB and EAI Evolution

Source: webMethods, “The Functions & Technology of BPM+SOA.”

As business processes change, business experts want the functions that are implemented
by IT to be quickly adapted to the changing requirements. In other words, business
experts want an optimized alignment of business functions and IT. To satisfy this
requirement for alignment, the service concept was introduced. In its simplest form, a
service is a business function that is implemented by IT. From a business perspective, a
service is of interest for what it does and not for how it does it. For example, a credit card
validation service can be implemented in different ways, but the business user is
concerned only that the validation works. Because it is implemented as a service, the
credit card validation can be integrated into a variety of business flows since a service
implementation is not bound to a given application.
Services represent a new form of abstraction that brings both advantages and drawbacks.
The primary advantage is that services can span several applications, thereby increasing
the IT and business alignment. Secondly, services are reusable if they are tailored well,
documented in the service registry, and are used properly by developers. The drawbacks
occur in the form of increased effort for identifying, implementing, and maintaining services
as well as the related service registry. A service registry keeps all the information about
services (e.g., behavioral descriptions, usage costs, and availability) that are required to
use those services.
While each service represents a single basic function, it is not sufficient just to have the
single business functions. Each service operation has to be invoked. To automate and
make them accessible in a relatively pure form is called orchestrating services.
Orchestrations can also help to reduce data redundancies in the systems. Data is often
held several times in different applications, and the synchronization is done in time
intervals. A service orchestration easily offers the possibility to avoid redundant data and
to retrieve data directly from other applications. (See Exhibit 87.) The orchestration engine
is also able to interpret and execute special process models. The most common language
for these process models is the Business Process Execution Language (BPEL).
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Exhibit 87: IT Landscape With Service Orchestration

Source: University of Paderborn.

The current application modernization trend is based on the aforementioned
service-oriented architecture and orchestration model. The service-orchestrated
application design model makes it easier to change or update applications with minimal IT
services/consulting efforts. Most of the applications vendors have now redesigned their
applications based on the service-oriented architecture to enable more flexibility and ease
of integration between the applications modules. In fact, service-oriented architectures are
the foundation for SaaS applications vendors, as SOA enables the integration between
cloud services and on-premise applications. We believe that Oracle and SAP are well
positioned to benefit from this applications modernization trend with their next-generation
applications designed and built using SOA-enabled architecture.

Approaches to Application Modernization
The fundamental goal of IT modernization is to update an enterprise’s legacy application
software to meet the imperatives of a heterogeneous, continuously evolving business
environment. Any business strategy can only go as far as the underlying infrastructure
allows it. As such, equipped with the appropriate tools, businesses can leverage
technology to facilitate decision making, lower IT maintenance costs, increase productivity
and visibility, and more flexibly adapt to new initiatives and ever-changing competitive
landscapes.
The following sections describe several approaches adopted by organizations to
application modernization that streamline the transition from legacy applications to
modernized systems. Because each offers a set of core advantages, most organizations
integrate multiple techniques as tailored to their unique needs and goals.
■

Replacing Legacy Applications with Packaged Applications: When replacing
horizontal or vertical legacy applications, organizations often realize significant cost
savings from SOA-enabled application software. SOA tools revolve around a collection
of services that optimize data availability and functionality from application stacks with
increased flexibility, scale, and speed.146 By organizing application processes within
the modernized architecture, businesses can use these components in a streamlined,
integrated manner in place of disparate legacy applications.
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While this approach offers more robust options for IT systems, the main caveat to this
approach is that new packaged applications may not be compatible with key legacy
functions that remain necessary to ensure business continuity. The potential benefits
of modernization may be offset by a negative impact to operations when integration is
not fully realized.147
■

Rearchitecting Legacy Applications: Rearchitecting involves the construction and
eventual integration of replacement applications before retiring the legacy set.
Rearchitecting jettisons redundant or outdated technical code but retains
business-relevant pieces for replacement programs and typically follows four phases:
recovery, redesign, refactoring, and regeneration.
The initial recovery phase requires a thorough application portfolio analysis to develop
a comprehensive understanding of the existing system and underlying infrastructure.
Then, using research from the recovery phase, a future model is mapped out that
aligns SOA principles with still-relevant content from the existing application system
during the redesign phase. Next, in the refactoring phase, companies pinpoint the
components of the current system that can be brought over to the modernized model
in developing the new architecture. This stage ensures continuity between the old and
future systems such that valuable pieces are maintained and refactored. Finally, in the
regeneration stage, nonpackaged applications and platform-independent refactored
models are mapped into a platform-dependent form. Templates, designs, and abstract
codes from the prior three stages are integrated in the final creation of the new
application and infrastructure software systems. One benefit of the extensive
connection to the legacy system is the full utilization of already acquired knowledge
and expertise, potentially driving costs and risks lower than the levels for building a
modern application stack from the ground up. However, rearchitecting, calls for
sweeping changes to system infrastructure and thus presents execution risks along
each phase.147

■

Enabling Service-Oriented Architecture: Enabling service-oriented architecture to
the existing application remains one of the approaches to application modernization.
This approach to modernization consists of wrapping legacy application services in
place and presenting them as Web services to an enterprise service bus (ESB). The
value of this approach is that it provides immediate integration of legacy systems with
other systems, using middleware SOA products from different SOA software
vendors.147
One of the key business benefits of enabling SOA integration is that organizations can
buffer business processes from business applications so that changes to the
application systems or to the software they are built on are not exposed to the process
layer. The system is improved with limited impact to the business process. SOA
integration also allows organizations to move faster, as they can run more projects
concurrently because the projects will be tightly integrated at the end of the process.
Registered SOA services can be reused and combined with applications that have
been modernized through other, more complex modernization techniques (e.g.,
rearchitecting). By enabling SOA integration, an organization can begin to use SOA
concepts, including the orchestration of SOA services into business processes, and
leave legacy applications intact. Of course, appropriate interfaces to the legacy
application must already exist, and the code behind these interfaces must perform
useful functions that can be packaged as services. SOA integration often involves
communicating with the existing application on its current platform. However, it is also
possible to use the SOA integration technique with an application after rehosting.
Using SOA integration in this way is useful because all the components (the rehosted
application components that have been integrated with SOA, the new Java
components, the packaged application components, and the orchestration engine that
brings them all together) reside on the same platform, avoiding intermachine
communication.147
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Because SOA integration does not change the legacy application, legacy components
can quickly be used as part of an SOA infrastructure with little risk. Enabling SOA
integration is definitely a first step toward a completely modern environment. However,
because the code that implements the services remains unchanged, SOA integration
does not solve the problems involved in maintaining a legacy environment and
provides only partial help in reducing the total cost of ownership (TCO), increasing
application agility, reducing dependence on legacy skill sets, and achieving
compliance.147
■

Rehosting: Using rehosting as an approach to applications modernization means
migrating as much of the application as possible to another platform, while leaving the
core application relatively untouched. One of the most common legacy environments
is IBM’s Customer Information Control System (CICS), a complex environment with its
own programming style. Many CICS-based applications use one of IBM’s early file
systems (e.g., VSAM). To modernize these complex legacy applications, enterprises
can migrate them to a rehosting environment that supports the same environment as
the legacy platform.147
In theory, any number of legacy technology environments could be supported this way.
However, the most commonly used environment for rehosting is an online CICS and
batch job control language environment that runs COBOL or PL/1 programs and
accesses VSAM files. Although rehosting environments do not cover all legacy
technologies, rehosting can be used in combination with other modernization
techniques such as automated migration. For example, during the rehosting process,
an organization can eliminate a third-party legacy database (e.g., ADABAS, IDMS, or
Datacom/DB) from its COBOL code by transforming the legacy data calls so that they
access newer databases (e.g., Oracle, DB2). Similarly, legacy code that uses other
IBM teleprocessing environments (e.g., IMS DC) can be automatically migrated to
CICS and then rehosted.147
Rehosting provides organizations with the ability to move some applications to another
platform without changing the core application, although some consideration must be
given to the functions used by the application that are not part of the rehosting
environment.147
Because the application itself does not change, the clear advantage of this approach
is that the new platform has a lower TCO than the original platform. For example,
when migrating from a mainframe platform to an open systems platform such as UNIX
or Linux, the TCO for the open systems platform is lower than the TCO for the
mainframe platform. Using the rehosting approach to IT modernization combined with
the SOA integration approach can be another step toward an environment in which the
rehosted COBOL components can be integrated into SOA. The resulting SOA
services can be managed and orchestrated by the process orchestration mechanism
of the new environment. Because rehosted services that are integrated with SOA can
execute on the same platform as other SOA services, enabling SOA integration with a
rehosted application may be preferable to enabling SOA integration with an application
in its original environment, since the need for communication among disparate
environments is eliminated. Having the rehosted code on the same platform also
makes it easier to continue modernizing the individual SOA services to Java. Although
rehosting can reduce TCO, one disadvantage of the rehosting approach is that it
retains much of the legacy architecture and legacy programming languages. This
means that the implementation of services could be cumbersome, and that the legacy
implementation continues to rely on legacy skill sets, offsetting the potential reduction
in TCO. In many cases, the rehosting approach serves as the first step in strategic,
multiphased IT modernization projects. Money saved from the reduced TCO of
rehosted applications is then invested in subsequent modernization activities that offer
more substantial, longer-term business benefits.147
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Analysts’ coverage universe weightings are distinct from analysts’ stock ratings and are based on the expected
performance of an analyst’s coverage universe* versus the relevant broad market benchmark**:
Overweight: Industry expected to outperform the relevant broad market benchmark over the next 12 months.
Market Weight: Industry expected to perform in-line with the relevant broad market benchmark over the next 12 months.
Underweight: Industry expected to underperform the relevant broad market benchmark over the next 12 months.
*An analyst’s coverage universe consists of all companies covered by the analyst within the relevant sector.
**The broad market benchmark is based on the expected return of the local market index (e.g., the S&P 500 in the U.S.) over the next 12 months.

The Apps Revolution Manifesto —Volume 1: The Technologies

97

29 March 2012

Credit Suisse’s distribution of stock ratings (and banking clients) is:
Global Ratings Distribution
Outperform/Buy*
46%
(61% banking clients)
Neutral/Hold*
42%
(57% banking clients)
Underperform/Sell*
10%
(53% banking clients)
Restricted
2%

*For purposes of the NYSE and NASD ratings distribution disclosure requirements, our stock ratings of Outperform, Neutral, and Underperform most closely correspond to Buy,
Hold, and Sell, respectively; however, the meanings are not the same, as our stock ratings are determined on a relative basis. (Please refer to definitions above.) An investor's
decision to buy or sell a security should be based on investment objectives, current holdings, and other individual factors.

Credit Suisse’s policy is to update research reports as it deems appropriate, based on developments with the subject company, the sector or the
market that may have a material impact on the research views or opinions stated herein.
Credit Suisse's policy is only to publish investment research that is impartial, independent, clear, fair and not misleading. For more detail please refer to Credit
Suisse's
Policies
for
Managing
Conflicts
of
Interest
in
connection
with
Investment
Research:
http://www.csfb.com/research-and-analytics/disclaimer/managing_conflicts_disclaimer.html
Credit Suisse does not provide any tax advice. Any statement herein regarding any US federal tax is not intended or written to be used, and cannot
be used, by any taxpayer for the purposes of avoiding any penalties.
Important Regional Disclosures
Singapore recipients should contact a Singapore financial adviser for any matters arising from this research report.
Restrictions on certain Canadian securities are indicated by the following abbreviations: NVS--Non-Voting shares; RVS--Restricted Voting Shares;
SVS--Subordinate Voting Shares.
Individuals receiving this report from a Canadian investment dealer that is not affiliated with Credit Suisse should be advised that this report may not
contain regulatory disclosures the non-affiliated Canadian investment dealer would be required to make if this were its own report.
For Credit Suisse Securities (Canada), Inc.'s policies and procedures regarding the dissemination of equity research, please visit
http://www.csfb.com/legal_terms/canada_research_policy.shtml.
The following disclosed European company/ies have estimates that comply with IFRS: SAPG.F.
As of the date of this report, Credit Suisse acts as a market maker or liquidity provider in the equities securities that are the subject of this report.

Principal is not guaranteed in the case of equities because equity prices are variable.
Commission is the commission rate or the amount agreed with a customer when setting up an account or at anytime after that.
CS may have issued a Trade Alert regarding this security. Trade Alerts are short term trading opportunities identified by an analyst on the basis of
market events and catalysts, while stock ratings reflect an analyst's investment recommendations based on expected total return over a 12-month
period relative to the relevant coverage universe. Because Trade Alerts and stock ratings reflect different assumptions and analytical methods, Trade
Alerts may differ directionally from the analyst's stock rating.
The author(s) of this report maintains a CS Model Portfolio that he/she regularly adjusts. The security or securities discussed in this report may be a
component of the CS Model Portfolio and subject to such adjustments (which, given the composition of the CS Model Portfolio as a whole, may differ
from the recommendation in this report, as well as opportunities or strategies identified in Trading Alerts concerning the same security). The CS
Model Portfolio and important disclosures about it are available at www.credit-suisse.com/ti.
Taiwanese Disclosures: Reports written by Taiwan-based analysts on non-Taiwan listed companies are not considered recommendations to buy or
sell securities under Taiwan Stock Exchange Operational Regulations Governing Securities Firms Recommending Trades in Securities to
Customers.
To the extent this is a report authored in whole or in part by a non-U.S. analyst and is made available in the U.S., the following are important
disclosures regarding any non-U.S. analyst contributors:
The non-U.S. research analysts listed below (if any) are not registered/qualified as research analysts with FINRA. The non-U.S. research analysts
listed below may not be associated persons of CSSU and therefore may not be subject to the NASD Rule 2711 and NYSE Rule 472 restrictions on
communications with a subject company, public appearances and trading securities held by a research analyst account.
For Credit Suisse disclosure information on other companies mentioned in this report, please visit the website at www.creditsuisse.com/researchdisclosures or call +1 (877) 291-2683.
Disclaimers continue on next page.
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This report is not directed to, or intended for distribution to or use by, any person or entity who is a citizen or resident of or located in any locality, state, country or other jurisdiction
where such distribution, publication, availability or use would be contrary to law or regulation or which would subject Credit Suisse AG, the Swiss bank, or its subsidiaries or its affiliates
(“CS”) to any registration or licensing requirement within such jurisdiction. All material presented in this report, unless specifically indicated otherwise, is under copyright to CS. None of
the material, nor its content, nor any copy of it, may be altered in any way, transmitted to, copied or distributed to any other party, without the prior express written permission of CS. All
trademarks, service marks and logos used in this report are trademarks or service marks or registered trademarks or service marks of CS or its affiliates.
The information, tools and material presented in this report are provided to you for information purposes only and are not to be used or considered as an offer or the solicitation of an
offer to sell or to buy or subscribe for securities or other financial instruments. CS may not have taken any steps to ensure that the securities referred to in this report are suitable for
any particular investor. CS will not treat recipients as its customers by virtue of their receiving the report. The investments or services contained or referred to in this report may not be
suitable for you and it is recommended that you consult an independent investment advisor if you are in doubt about such investments or investment services. Nothing in this report
constitutes investment, legal, accounting or tax advice or a representation that any investment or strategy is suitable or appropriate to your individual circumstances or otherwise
constitutes a personal recommendation to you. CS does not offer advice on the tax consequences of investment and you are advised to contact an independent tax adviser. Please
note in particular that the bases and levels of taxation may change.
CS believes the information and opinions in the Disclosure Appendix of this report are accurate and complete. Information and opinions presented in the other sections of the report
were obtained or derived from sources CS believes are reliable, but CS makes no representations as to their accuracy or completeness. Additional information is available upon
request. CS accepts no liability for loss arising from the use of the material presented in this report, except that this exclusion of liability does not apply to the extent that liability arises
under specific statutes or regulations applicable to CS. This report is not to be relied upon in substitution for the exercise of independent judgment. CS may have issued, and may in
the future issue, a trading call regarding this security. Trading calls are short term trading opportunities based on market events and catalysts, while stock ratings reflect investment
recommendations based on expected total return over a 12-month period as defined in the disclosure section. Because trading calls and stock ratings reflect different assumptions and
analytical methods, trading calls may differ directionally from the stock rating. In addition, CS may have issued, and may in the future issue, other reports that are inconsistent with, and
reach different conclusions from, the information presented in this report. Those reports reflect the different assumptions, views and analytical methods of the analysts who prepared
them and CS is under no obligation to ensure that such other reports are brought to the attention of any recipient of this report. CS is involved in many businesses that relate to
companies mentioned in this report. These businesses include specialized trading, risk arbitrage, market making, and other proprietary trading.
Past performance should not be taken as an indication or guarantee of future performance, and no representation or warranty, express or implied, is made regarding future
performance. Information, opinions and estimates contained in this report reflect a judgement at its original date of publication by CS and are subject to change without notice. The
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